
Abstract : Caching mechanism was introduced to achieve 
performance, scalability, and availability in the continuously 
growing Internet applications, such as the WWW. However, 
replication introduces the overhead of keeping the caches 
consistent. The degree to which these caches are kept 
consistent is called a consistency model. There are two types 
of cache consistency mechanisms, Strong cache consistency 
and Weak cache consistency. The weak cache consistency 
mechanism requires fewer control messages than the strong 
cache consistency mechanism. This paper presents a survey of 
contemporary weak cache consistency mechanisms in use on 
the Internet today. A weak cache consistency protocol reduces 
network bandwidth consumption and server load more than 
either time-to-live fields or an invalidation protocol or proxy 
cache and can be tuned to return stale data less than 5% of 
the time. In this paper, we examine the different approaches to 
weak cache consistency. An ideal cache consistency solution 
will provide a reduction in network bandwidth and server load 
at very low cost.
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I. Introduction
The growth of the Internet and the World Wide Web has enabled 
an increasing number of users to access vast amounts of 
information stored at geographically distributed sites. Due 
to the growing user population and the non-uniformity of 
information access, however, popular objects create server and 
network overload and, thereby, significantly increase latency 
for information access. Weak Cache Consistency approach 
supported by Proxy caching is one popular approach to alleviate 
these drawbacks. In a proxy caching architecture, clients request 
objects from a proxy; the proxy services client requests using 
locally cached data or by fetching the requested object from 
the server. By caching frequently accessed objects, a proxy can 
reduce the load on network links and servers as well as client 
access latencies. A limitation, however, is that the proxy cache 
may store stale data. To prevent stale information from being 
transmitted to clients, a proxy must ensure that locally cached 
data is consistent with that stored on servers. The exact cache 
consistency mechanism employed by a proxy depends on the 
nature of the cached data; not all types of data need the same 
level of consistency guarantees. Users may be willing to receive 
slightly outdated versions of objects such as news stories and 
sports scores, but are likely to demand the most up-to-date 
versions of “critical” objects such as financial information and 
stock prices. This indicates that a proxy cache will need to 
provide different consistency guarantees for different types 
of data. 

A  Consistency
Cache consistency refers to a property of the entities served by 
a single logical cache, such that no response served from the 
cache will reflect an older state of the server than that reflected 

by previously served responses. Another way of stating this 
is that a consistent cache provides a non-decreasing view of 
data the server uses to construct its output; informally, once 
you have seen the result of some event having happened, 
you should never see anything which contradicts that. This 
definition is a special case of view consistency, in which a cache 
may provide different responses to different clients in order 
to optimize some application goal (such as maximizing client 
cache utilization), just so long as each client sees an internally 
consistent (non-decreasing) response stream. Our definition 
is a special case in that the consistency of the aggregated 
response stream implies that any subset of that stream will 
also be consistent.
Notice that this definition is completely independent of recency, 
and of “consistency” between two different caches’ copies of 
the same entity. We define these as coherence properties

B . Coherence
We define a cache coherence protocol for the web as a means 
for making updates to entities propagate through the caching 
network such that all clients interested in entities affected by 
those updates eventually see their results; the word “eventually” 
is given meaning by the details of the coherence protocol itself. 
There are two coherence models used in the current web. The 
first is “immediate coherence’’ in which caches are forbidden 
from returning a response other than that which would be 
returned were the origin server contacted; this guarantees 
semantic transparency, and as a side-effect also guarantees 
a consistent view of the server’s state.’ While the current web 
can only provide this level of coherence by pre-expiring all 
entities (forcing all caches to re-validate with the origin server on 
every request), a  number of proposed coherence extensions. 
Web caching is an important technique for accelerating web 
applications and reducing the load on the web server and the 
network through local cache acesses. As in the traditional data 
caching, web caching poses the well recognized problem of 
maintaining cache consistency. Web caching, however, has 
the leeway of delaying the refreshment of caches when the 
web server updates the original data, i.e., web caching tries 
to get better performance allowing tolerable inconsistency. 
This weak consistency requirement introduced the concept 
of time-to-live (TTL: the time during which the cached data 
item is expected to be valid) in the face of future updates. 
Subsequently, a number of methods have been invented to 
have the cache server estimate the TTL. However, the two well-
known TTL estimation methods—the fixed TTL method and 
the heuristic method— do not allow intuitive understanding 
of the estimation processes and lack theoretical reasoning 
behind them, disallowing administrators from configuring the 
cache server by their intention. To mend these deficiencies, 
we propose the update-risk based TTL estimation method. 
This method uses a formal, yet intuitive, approach based on 
probabilistic analysis. In the proposed method, users provide 
the update risk as the probability that the original data will 
be updated within the estimated TTL. Then, based on our 
model, the cache server calculates the value of the TTL using 
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the update risk. Next model for cache consistency discussed 
in this paper is Basic Token Consistency, which supports 
Strong Cache Consistency. Basis Token Consistency (BTC) a 
backwards-compatible transparently interoperable extension 
to the HTTP protocol which enables caches to maintain a 
completely consistent view of the server without requiring out 
of band communication or per-client server state.

II. Cashing Proxy Server
A caching proxy server accelerates service requests by retrieving 
content saved from a previous request made by the same client 
or even other clients. Caching proxies keep local copies of 
frequently requested resources, allowing large organizations 
to significantly reduce their upstream bandwidth usage and 
cost, while significantly increasing performance. Most ISPs 
and large businesses have a caching proxy. These machines 
are built to deliver superb file system performance and also 
contain hot-rodded versions of TCP. Caching proxies were the 
first kind of proxy server. Some poorly-implemented caching 
proxies have had downsides (e.g., an inability to use user 
authentication). Another important use of the proxy server is 
to reduce the hardware cost. An organization may have many 
systems on the same network or under control of a single 
server, prohibiting the possibility of an individual connection 
to the Internet for each system. In such a case, the individual 
systems can be connected to one proxy server, and the proxy 
server connected to the main server. The response time, the 
bandwidth usage, and the server load are three representative 
performance metrics used for the proxy cache consistency 
mechanisms. However, the primary metric affecting the overall 
performance can be different depending on the situations. At 
the network bottleneck such as the inter-continental backbone, 
the network bandwidth is limited. Also, the response time is 
a basic performance metric used for the proxy cache, and 
unsatisfactory response time can be a reason that the clients 
hesitate to use the proxy cache, which may increase the network 
traffic potentially. Hence, we should give higher priorities to the 
response time and the bandwidth usage at the bottleneck, 
compared to other metrics. 

Fig. 1: Interaction of Proxy/Caching components

As shown in the Fig. 1 a two-level cache is used by these 
programs. The proxy copies every cacheable object into the 
short-term cache. Objects stay in the short-term cache until 
the cache-mgr program either moves them into the long-
term cache, or simply deletes them when they expire. The 
cache administrator can set short-term TTL values based on 

regular expressions matching URL’s. Objects are stored in the 
filesystem with a pathname derived from the URL. Because 
cached objects are stored on disk, they are persistent across 
machine failures. Objects are placed into the long-term cache 
by the cache manager. Before caching an object, cache-mgr 
first checks for permission at the server site. This is done by 
sending a UDP query packet to the remote rcached process. 
The query includes a requested TTL value---that is, how long the 
proxy would like to cache the object for. If a reply is returned, it 
is honored. Otherwise, the object is cached anyway (as is the 
current convention). The rcached program answers caching 
permission requests as they arrive. Using a simple lookup table 
based on regular expressions, it responds with a ``yes’’ or 
``no.’’ When the reply is ``yes,’’ rcached also includes a TTL 
value. It may or may not be the same as was requested. This 
TTL value is how long rcached will remember that the proxy 
site has the object cached. Administrators may have additional 
insight about the nature of their data and can conFig. rcached 
accordingly. For example they might give relatively long TTL’s to 
a group of read-only objects which will never change. The cache 
manager will periodically refresh its cached---but unregistered---
objects. An update procedure runs at regular intervals. It scans 
the list of cached objects and calculates each one’s staleness 
factor. For objects whose staleness exceeds some threshold 
(e.g. 10%), cache-mgr will make a conditional GET request for 
the object. 

III. Time –To-Live
The value of caching is greatly reduced, however, if cached 
copies are not updated when the original data change. Cache 
consistency mechanisms ensure that cached copies of data 
are eventually updated to reflect changes to the original data. 
There are several cache consistency mechanisms currently 
in use on the Internet: time-to-live fields, client polling, and 
invalidation protocols. Time-to-live fields are an a priori estimate 
of an object’s life time that are used to determine how long 
cached data remain valid. Each object is assigned a time to 
live (TTL), such as two days or twelve hours. When the TTL 
elapses, the data is considered invalid; the next request for the 
object will cause the object to be requested from its original 
source. TTLs are very simple to implement in HTTP using 
the optional “expires” header field specified by the protocol 
standard. The challenge in supporting TTLs lies in selecting 
the appropriate time out value. Frequently, the TTL is set 
to a relatively short interval, so that data may be reloaded 
unnecessarily, but stale data are rarely returned. TTL fields 
are most useful for information with a known lifetime, such 
as online newspapers that change daily. The TTL methods are 
widely used for consistency maintenance in the web caching. 
In these methods, cached data are assumed valid (i.e., up-
to-date) for a certain duration, called the time–to–live (TTL), 
from the point1 of caching. The TTL is determined using the 
values of fields such as Expire and Max-age that accompany a 
web page retrieved from a web server. The fields, however, are 
frequently empty, and therefore, a number of techniques have 
been proposed to estimate the TTL from other sources in such 
a case. Two well-known techniques are the fixed TTL method 
and the heuristic method. The former always assigns the same 
TTL to every data item, whereas the latter determines the TTL 
as a portion of the interval between the point of caching and 
the last point in time the original data was modified (as found 
in the Last-Modified field) The two conventional methods have 
two major problems. First, they are hardly justifiable because 
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they are not founded upon a formal theory. Second, they hardly 
attach any intuitive meaning to the TTL they estimate. For 
instance, the fixed TTL method disregards the discrepancy in 
the update frequencies of individual web pages, and therefore, 
fails to reflect the idiosyncratic update patterns of the web 
server. The heuristic method uses an arbitrary portion of the 
time since the last update and consequently fails to convey 
any sensible meaning to users. In this paper, we solve these 
problems by employing a formal method that determines the 
TTL based on a sound reasoning while conveying an intuitive 
meaning about the estimated value. In our formal method, 
we propose the notion of the update risk associated with the 
TTL. For a given cached data item, its update risk is defined as 
the probability that the data item will become outdated before 
the TTL expires. On the flip side, (1  update risk) reflects the
credibility that the cached data item will remain up-to-date until 
the TTL expires. This notion of the update risk (or, equivalently, 
the credibility) is intuitive to users. In our work, we model the 
number of update occurrences as a Poisson process, which 
is known to be an effective probablistic model for the number 
of updates on the web data. Then, we develop a probabilistic 
model for determining the TTL given an update risk.
Instead of a uniform TTL for all objects, it may be possible to 
set a TTL based on the object’s age. Intuitively, older objects 
are less likely to change than younger ones. Conversely, an 
object which just recently changed is likely to change again 
soon. This approach is known as a weakly consistent cache. It 
is used in FTP-to-NFS gateway, and by others. Cached objects 
are guaranteed to be no more than some percent stale (e.g. 
10%). The staleness factor can be defined as 
                     now - last_update
Staleness = -------------------------------
                     last_update - last_modification

This means that an object which is 30 days old will be 10% 
stale after three days.

IV. Client Polling
Client polling is a technique where clients periodically check 
back with the server to determine if cached objects are still 
valid. The specific variant of client polling in which we are 
interested originated with the Alex FTP cache and is based on 
the assumptions that young files are modified more frequently 
than old files and that the older a file is the less likely it is to 
be modified. Adopting these assumptions implies that clients 
need to poll less frequently for older objects. The particular 
protocol adopted by the Alex system uses an update threshold 
to determine how frequently to poll the server. The update 
threshold is expressed as a percentage of the object’s age. 
An object is invalidated when the time since last validation 
exceeds the update threshold times the object’s age. For 
example, consider a cached file whose age is one month (30 
days) and whose validity was checked yesterday (one day ago). 
If the update threshold is set to 10%, then the object should 
be marked invalid after three days (10% * 30 days). Since 
the object was checked yesterday, requests that occur during 
the next two days will be satisfied locally, and there will be 
no communication with the server. After the two days have 
elapsed, the file will be marked invalid, and the next request for 
the file will cause the cache to retrieve a new copy of the file. 
There are two important points to note with respect to client 
polling: it is possible that the cache will return stale data (if 
the data change during the time when the cached copy is 

considered valid) and it is possible that the cache will invalidate 
data that are still valid. The latter is a performance issue, but 
the former means that, like TTL fields, client polling does not 
support perfect consistency. 
Like TTL, client polling can be implemented easily in HTTP 
today. The “if-modified-since” request header field indicates 
that the server should only return the requested document if 
the document has changed since the specified date. Most web 
proxies today are already using this field.

V. Invalidation Protocol
Invalidation protocols are required when weak consistency is 
not sufficient; many distributed file systems rely on invalidation 
protocols to ensure that cached copies never become stale. 
Invalidation protocols depend on the server keeping track of 
cached data; each time an item changes the server notifies 
caches that their copies are no longer valid. One problem with 
invalidation protocols is that they are often expensive. Servers 
must keep track of where their objects are currently cached, 
introducing scalability problems or necessitating hierarchical 
caching. Invalidation protocols must also deal with unavailable 
clients as a special case. If a machine with data cached cannot 
be notified, the server must continue trying to reach it, since 
the cache will not know to invalidate the object unless it is 
notified by the server. Finally, invalidation protocols require 
modifications to the server while the other protocols can all 
be implemented at the level of the web-proxy.

VI. Conclusions
We have analyzed the four different approaches of weak cache 
consistency: Proxy caching, Time to live , Client Polling and 
Invalidation Protocol. Invalidation works similar to the TTL. 
Polling on the other hand, leads to significant more Network 
messages and higher response time then TTL. If network 
bandwidth is the driving force, then TTL is an attractive 
alternative, offering reduced network bandwidth and a low 
stale hit rate. It does present a significantly higher load to 
the server, which makes it unattractive. Although invalidation 
protocols are still required when perfect cache consistency is 
a necessity, the weakly consistent protocols are particularly 
attractive for a number of reasons. They are both much simpler 
to implement. They are both more fault resilient when machines 
become unreachable; the right thing automatically happens. 
Documents eventually become invalidated and the server is 
contacted upon subsequent requests. With an invalidation 
protocol, recovery is much more complicated. The changes 
required to implement an invalidation protocol in existing 
web servers and clients is more significant than the effort to 
implement  TTL .
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