
Abstract
Caching frequently accessed data is an important technique 
that allows performance improvement of a system by providing 
reusability of data in wired and wireless data dissemination 
environments. Also caching is a major step in system designing 
to achieve high performance in areas like WWW, operating 
systems, databases and LDIS of wireless environments. In this 
paper, we propose a cache replacement policy called H-CRP, 
that allows clients in wired and wireless environment to perform 
extremely well when compared to other existing replacement 
policies. The novel cache replacement algorithm takes into 
account the parameters like frequency of access associated 
with data item, retrieval delay associated with accessing page 
and size of data for selection of eviction page that can affect 
cache performance whose direct impact is on cache validation 
cost. In case of pages with same size, randomized selection 
of the page for replacement is done based on heuristic value. 
These heuristics make the H-CRP perform better than the 
existing strategies of LRU, S-LRU as indicated by the simulation 
results. A comprehensive comparison made among LRU, S-LRU, 
H-CRP shows that the H-CRP significantly reduces the number 
of cache misses by improving the cache hit ratio compared to 
the other two algorithms. 
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I. Introduction
Cache Replacement Policies (CRP) are important performance 
factors for caching. It has proven to be a valuable tool with 
distinctive features that makes it attractive to all users, network 
managers, web users, content distributors in the network 
environment. These features include reduction of network 
bandwidth, perceived delays, and load on the server. Caching 
requires a better cache replacement strategy which is the 
process that takes place when the cache becomes full and 
old data items are evicted to accommodate new ones. Caching 
is used in virtual memory, processor and on the network. To 
improve Cache efficiency, “Hit Rate” is used, that refers to the 
number of addresses accessed from cache to the total number 
of addresses accessed during that time. Miss Rate = (1–Hit 
Rate). Cache efficiency is affected with the CRPs used. Cache 
consists of equal-sized items, which are called data items. A 
miss occurs, when the cache is empty. Whenever the cache is 
full, misses will not occur. A miss may occur, if the required data 
item is not found in the cache. In this situation, CRP plays a 
significant role and specifies the criteria for getting the new data 
item into the cache by evicting an existing one. A CRP selects 
a data item for eviction such that it has the lowest demand of 
access in near future. We propose a new replacement algorithm, 
which is based on mixed strategies of recency, frequency and 
randomization by considering the difference in size of data 
items. In terms of performance, it is better than LRU and SLRU 

algorithms. To show the variation in block size selected for 
replacement, we assign weights to the data items by generating 
a random number each time for selection of victim data item 
by applying recency and frequency along with it. Considering 
frequency along with recency can have some benefits and may 
perform better in specifying replacement criteria especially for 
applications like web caching and location-dependent data 
caching. The main aim of this policy is to rank data items based 
on their recency, frequency, size and reference rate. So, data 
items that are more recent and have been used frequently are 
ranked higher. We also consider an additional factor, retrieval 
time, so data items with smaller reference rate, will get more 
h-value. It means that the probability of using data items with 
small reference rate is more than the one with larger reference 
rate. The best advantage of our replacement policy is that if 
the weight heuristic is relaxed, it behaves much like LRU, by 
replacing data items that were not recently used and SLRU by 
replacing data items that are accessed only once. In test cases, 
where in LRU and SLRU fails, the proposed policy performs 
better. This paper is organized as follows. In Section II, the 
related work is described. In Section III, we propose the novel 
cache replacement policy and its details. In Section IV, we 
show implementation and simulation results to prove better 
performance of the proposed replacement policy. Final section 
provides the conclusion of the work.

II. Related work 
This section provides an overview of different cache replacement 
strategies. An optimal replacement policy should have low 
overhead on the system, provide good performance and should 
be easy to implement in hardware. Selection of a replacement 
policy is a trade-off between the overhead of implementation 
and cost. First In First Out, uses simple implementation 
but is not suitable for large sizes of physical memory since 
it does not consider the usage pattern of the program. A 
number of replacement policies are based on recency and 
frequency features, but they may not perform well in some 
applications. A few new policies perform better, but may be 
difficult to implement. If the size of the cache exceeds the 
given cache size, the cache evicts a set of data items. LRU has 
been applied in many areas. There are extensions of the LRU 
cache replacement policy based on the locality of reference 
found in data item requests that characterizes the ability for 
future prediction accesses to data items from past accesses. 
Locality can either be temporal or spatial. Temporal locality 
means how often the same data item is accessed repeatedly 
within short time periods in near future. Spatial locality means 
the access to those patterns where accesses to some data 
items imply access to other data items. Accordingly, it refers 
to the fact that references to several data items can be used 
to predict future references to other data items. Some of 
the common recency-based CRPs are given here. LRU policy 
removes the least recently referenced data item. It is widely 
used in areas such as paging in operating systems, database 
buffer management system, disk buffers and so on. A variation 
of LRU is LRU-Threshold CRP [1] in which a data item is not 
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cached as long as size exceeds a given threshold. Otherwise, 
this strategy works like LRU. Another variant is LOG2-SIZE which 
uses log2 (size) instead of size. LRU-Min CRP [2] policy tries to 
minimize the number of documents replaced. Another policy 
EXP1 [3] uses the time period between the current time and 
the last request time to weigh the importance of a data item. 
Value-Aging [4] policy uses a formula for replacement:
Vnew(i) = Vold (i) + Ct * √ ( Ct – ti ) / 2; where Ct is the current 
time. History LRU [5] uses a scheme that supports the history 
of the number of references to a specific data item. History 
LRU replaces the data item with the maximum history value. If 
there are many cached data items with history = 0, the original 
LRU is used to make the decision of replacement. Pyramidal 
Selection Scheme (PSS-CRP) [6] classifies data items based on 
their sizes and applies N = log2(M +1) where the size of cache 
is M. LRU is dependent on temporal locality and is therefore 
suitable for Web request streams that exhibit temporal locality. 
These policies are simple to implement, adaptive and fast. 
Most of these strategies use a LRU list. Whenever a data 
item is requested, it is inserted at the head of the list, on a 
hit, by removing it from its current position. In these policies, 
insertion, deletion and searching can be supported by hashing 
techniques. The limitation of these policies is that they do not 
perform well, when data items are of variable sizes. LRU-Min 
also takes into consideration the factor of size. The PSS policy 
is simple to implement and combines size along with recency 
in a more balanced way. A partitioned LRU CRP can be very 
simple and fast if properly parameterized. These policies may 
be ineffective, since they do not take into account the frequency 
parameter, which is an important factor to indicate the dynamic 
nature of data items. The recency-based policies perform well 
in the environment where proxy caches are used. Some other 
algorithms that are based on frequency of access of data 
items are in-Cache LFU-CRP [7]. The in-Cache LFU policies 
are given below: Strict LFU-CRP removes the least frequently 
requested data item. LFU-Aging retains very high frequency 
data items in the cache even if they are not requested for 
long. Frequency is considered to be the parameter of access 
which can be best used to judge the value of popularity of 
data items i.e. how frequently they are used. The limitations 
can be characterized by the terms such as complexity, cache 
pollution and similar values. LFU-CRPs require complex cache 
management. It can be implemented with a priority queue. 
The case of replacement will remain unresolved if many data 
items have the same frequency count and this leaves a need 
to use another factor. S-LRU CRP [7] partitions the cache 
into two segments - protected segment and an unprotected 
segment. The protected segment is reserved for frequently 
used data items and both the segments are managed with 
the LRU-CRP. 

III. Proposed System
In this section, we explain the proposed cache replacement 
policy. We assume that the size of the blocks is variable and 
the replacement policy manages a memory containing a finite 
number of these blocks. Whenever there is a reference to a 
block in the buffer, a hit occurs and if the reference is made to 
a block not in the buffer, then a miss occurs. As a consequence 
to this, the referenced block should be added to buffer. If buffer 
is full, then only a miss can occur and block must be evicted 
to make space for arrival of a new data item. We consider the 
data item or block for eviction depending on the following four 
parameters - frequency of access associated with data item, 
delay associated with accessing data item (retrieval delay) and 

size of data block for making the selection of eviction data item 
that can affect cache performance whose direct impact is on 
cache validation cost along with a randomized selection of the 
data item for replacement. For ranking based on heuristic, the 
referenced data items are considered on three factors. Consider 
a data item k with recentk (the counter specifying the recency 
of block b) in the buffer, FQk (the counter showing the number 
of times that block k in buffer has been referenced), h-value 
is the heuristic-value generated and Size be the size of data 
block for replacement. In case of same recency, frequency and 
size, the victim data item is selected by applying the following 
function: h-value / d where d represents the retrieval delay of 
data item. Iteration-counter1 represents the counter to keep 
track of number of iterations by the user after entering the size 
of cache (n). Iteration-counter2 represents the counter to keep 
track of page insertions in the cache. The activities for cache 
replacement are outlined using the flowchart given in Fig 1.

Cache Replacement Policy
Begin1. 
Assign Frequency (FQ) = 0, page-fault =-1, iteration-2. 
counter1 =0
h-value=rand( ) / d and iteration-counter1 =03. 
If  iteration-counter1<5 go to: 5 else go to: 174. 
Insert n=no. of data items wished to enter in this 5. 
iteration
If  iteration-counter2<n, go to: 7 else to: 166. 
P=-17. 
Enter data item value8. 
Search if value exists in array9. 
If value exists, go to: 11 else go to: 1210. 
Increment its FQ and put it in the beginning of the array by 11. 
shifting other previous elements to the left, go to: 15
If cache is full go to: 13 else go to: 1412. 
Delete element which occurred earliest, having lowest 13. 
frequency,  maximum weight and r-value, go to: 14
Insert value in the front of the array, and assign its frequency 14. 
as 1, go to: 15
Increment iteration-counter2, go to: 615. 
Increment iteration-counter1 go to: 416. 
End17. 

IV. Implementation and simulation results
In this section, we show the results of simulation. The graphs 
show the hit-rate for different Cache sizes with Cache Size 
plotted on X-Axis and Hit-Rate for specific number of requests 
to the data on Y-Axis. The graphs show that HCRP perform 
superior to LRU and SLRU. For cache size = 5, 10 and 15 byte 
units and number of requests given by 10, 20 and 30 -- the hit 
rate is given as (1, 5, 8), (3, 8, 10) and (5, 9, 15) corresponding 
to the performance of LRU caching algorithm. It performs well 
when size increases along with number of requests i.e. it varies 
between 20 percent, 30 percent and 33 percent respectively 
when cache size ranges are 5, 10, 15 and number of requests 
are 10. Similarly, when number of requests are 20 the cache 
performance is 100 percent to 80 percent (with increase in 
cache size). As the number of requests increases (number of 
requests =20) then performance ranges from 25 percent to 
45 percent whereas HCRP gives a better performance when 
compared to this, 30 percent to 47 percent. Similarly the 
performance of other graphs can be interpreted. The results 
also show that the performance of HCRP is better at low cache 
size and is maintained when the cache size increases. Thus we 
conclude that the HCRP performs better that LRU and SLRU 
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(these policies perform well when the size of cache is more - 
unlike HCRP that balances the performance in the low cache 
sizes also).

V. Conclusions
In this paper, we have introduced a new cache replacement 
policy and results prove that it is an improvement over famous 
replacement policies like LRU and SLRU. We simulated HCRP 
with three set of cache requests for comparison with LRU and 
SLRU. The results show more cache hits and less misses for 
HCRP. The usage of additional parameters and factors which 
describe features of data items in the buffer are responsible for 
better performance in relevant areas of caching. For instance, 
considering the cost and size of each data item in the cache will 
make HCRP suitable for applications like LDIS, web caching and 
so on. Other factors that would help to make this scheme more 
adaptive are delay and latency associated with the particular 
data item.
 

Fig. 1. Flowchart for Cache Replacement Policy

Fig. 2. LRU Policy – Hit Rate
TABLE 1 : 

Requests Cache Size
Size = 5 Size = 

10
Size = 15

10 1 3 5
20 5 8 9
30 8 10 15

Fig. 3. LRU Policy – Miss Rate

TABLE 2

Requests Cache Size
Size 
= 5

Size= 
10

Size = 
15

10 9 7 5
20 15 12 11
30 22 20 15

Fig. 4. Segmented LRU -  Hit Rate
TABLE 3 

Requests Cache Size
Size = 5 S i z e 

=10
Size = 
15

10 3 7 7
20 8 12 14
30 10 21 25

Fig. 5. Segmented LRU - Miss Rate
TABLE 4 

Requests Cache Size
Size = 5 Size = 

10
Size = 
15

10 7 3 3
20 12 8 6
30 20 9 5

Fig. 6. Heuristic-Based CRP- Hit Rate
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TABLE 5
Requests Cache Size

Size = 5 Size = 
10

Size = 15

10 3 7 7
20 8 12 14
30 10 21 28

Fig. 7. Heuristic-Based CRP- Miss Rate
TABLE  6

Requests Cache Size
Size = 5 Size = 

10
Size = 15

10 7 3 3
20 12 8 6
30 21 10 5
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