
Abstract
Data mining is the process of extracting patterns from data. 
Basically Data mining is the analysis of observational data sets 
to find unsuspected associations and to sum up the data in new 
ways that are both clear and useful to the data owner .It is seen as 
an increasingly important tool by modern business to transform 
data into business intelligence giving an informational advantage. 
The automated, prospective analyses offered by data mining move 
beyond the analyses of past events provided by retrospective tools 
typical of decision support systems. Data mining tools can answer 
business questions that traditionally were too time consuming 
to resolve..Data mining is becoming increasingly common in 
both the private and public sectors. Industries such as banking, 
insurance, medicine, and retailing commonly use data mining to 
reduce costs, enhance research, and increase sales. While data 
mining represents a significant advance in the type of analytical 
tools currently available, there are limitations to its capability. One 
limitation is that although data mining can help reveal patterns 
and relationships, it does not tell the user the value or significance 
of these patterns. These types of determinations must be made 
by the user. A second limitation is that while data mining can 
identify connections between behaviors and/or variables, it does 
not necessarily identify a causal relationship. To be successful, data 
mining still requires skilled technical and analytical specialists 
who can structure the analysis and interpret the output that is 
created.
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I. Introduction

Fig. 1 : Data Mining

Data mining is the withdrawal of hidden predictive information 
from large databases. It allows us to find the needles hidden in 
our haystacks of data. It is a prevailing new technology which 
has great potential to help companies that focus on the most 
important information in their data warehouses. Tools of data 
mining predict future trends and behaviours, allowing businesses 
to make proactive and the knowledge-driven decisions. Data 
mining offers the automated, prospective analyses beyond the 
analyses of past events provided by retrospective tools typical 

of decision support systems. Data mining tools can answer 
business questions that traditionally were too time consuming 
to resolve. They search databases for hidden patterns, finding 
analytical information that experts may miss because it lies outside 
their expectations. It is playing increasingly important role in 
both private and public sectors. E.g the insurance and banking 
industries use data mining applications to detect fraud and assist 
in risk assessment.    Data mining can be used in a predictive 
manner for a variety of applications. Data Mining is also popularly 
known as Knowledge Discovery in Databases (KDD). Usually 
data mining and knowledge discovery in databases are taken as 
synonyms, but in actual data mining is part of the knowledge 
discovery process.

The Knowledge Discovery in Databases process comprises of 
following steps leading from unprocessed data collections to some 
form of useful knowledge:
1. Data cleansing or data cleaning: In this phase noise data and 

irrelevant data are removed from the whole collection.
2. Data assimilation: In this phase, multiple data sources, often 

mixed, may be combined in a common source.
3. Data assortment: In this phase the data relevant to the analysis 

is decided on and retrieved from the data collection.
4. Data transformation: In this phase in the selected data 

is transformed into forms appropriate for the mining 
procedure.

5. Data mining: It is the vital step in which knowledgeable 
techniques are applied to extract patterns potentially 
useful.

6. Pattern evaluation: In this step, firmly interesting patterns 
representing  knowledge are identified based on given 
measures. 

7. Knowledge representation: is the last phase in which the 
discovered knowledge is visually represented to the user. 
This essential step uses visualization techniques to help users 
understand the data mining results.

Normally some of the above steps are being combines. For 
example, data cleaning and data assimilation can be performed 
together as a pre-processing phase to generate a data warehouse. 
Data assortment and data transformation can also be combined 
where the consolidation of the data is the result of the selection, 
or, as for the case of data warehouses, the selection is done on 
transformed data. This is an iterative process. Once the discovered 
knowledge is presented to the user, the evaluation measures can 
be enhanced, the mining can be further refined, new data can 
be selected or further transformed, or new data sources can be 
integrated, in order to get different, more appropriate results.

II. Need for Data Mining
Nowadays, large quantities of data are being accumulated. The 
amount of data collected is said to be almost doubled every 12 
months. Seeking knowledge from massive data is one of the 
most desired attributes of Data Mining. Data could be large in 
two senses. In terms of size, e.g. for Image Data or in terms of 
dimensionality, e.g. for Gene expression data.  Usually there is 
a huge gap from the stored data to the knowledge that could be 
construed from the data. This transition won't occur automatically, 

Data Mining: An Overview
1Gurjit Kaur, 2Lolita Singh

1,2Dept. of Computer Science & IT, Guru Nanak Dev Engineering College, Ludhiana, Punjab, India

336 InternatIonal Journal of Computer SCIenCe and teChnology

IJCSt Vol. 2, ISSue 2, June 2011 I S S N  :  2 2 2 9 - 4 3 3 3 ( P r i n t )  |  I S S N  :  0 9 7 6 - 8 4 9 1 ( O n l i n e )

w w w . i j c s t . c o m



that's where Data Mining comes into picture. In Exploratory Data 
Analysis, some initial knowledge is known about the data, but 
Data Mining could help in a more in-depth knowledge about the 
data. Manual data analysis has been around for some time now, 
but it creates a bottleneck for large data analysis. Fast developing 
computer science and engineering techniques and methodology 
generates new demands. Data Mining techniques are now being 
applied to all kinds of domains, which are rich in data, e.g. Image 
Mining and Gene data analysis

III. How Does Data Mining Works
Data mining software analyses associations and patterns in stored 
operation data based on open-ended user queries. Several types 
of logical software are available: statistical, machine learning, 
and neural networks. Generally, any of four types of relationships 
are sought:
• Classes: Stored data is used to locate data in predetermined 

groups. For example, a restaurant chain could mine customer 
purchase data to determine when customers visit and what 
they typically order. This information could be used to 
increase traffic by having daily specials.

• Clusters: Data items are grouped according to logical 
relationships or consumer preferences. For example, data 
can be mined to identify market segments or consumer 
affinities.

• Associations: Data can be mined to identify associations. The 
beer-diaper example is an example of associative mining.

• Sequential patterns: Data is mined to anticipate behaviour 
patterns and trends. For example, an outdoor equipment 
retailer could predict the likelihood of a backpack being 
purchased based on a consumer's purchase of sleeping 
bags and hiking shoes. Data mining consists of five major 
elements:

• Extract, transform, and load transaction data onto the data 
warehouse system.

• Store and manage the data in a multidimensional database 
system.

• Provide data access to business analysts and information 
technology professionals.

• Analyse the data by application software.
• Present the data in a useful format, such as a graph or table.          

Different levels of analysis are available:
• Artificial neural networks: Non-linear predictive models 

that learn through training and resemble biological neural 
networks in structure.

• Genetic algorithms: Optimization techniques that use 
processes such as genetic combination, mutation, and 
natural selection in a design based on the concepts of natural 
evolution.

• Decision trees: Tree-shaped structures that represent 
sets of decisions. These decisions generate rules for the 
classification of a dataset. Specific decision tree methods 
include Classification and Regression Trees (CART) and Chi 
Square Automatic Interaction Detection (CHAID) . CART and 
CHAID are decision tree techniques used for classification 
of a dataset. They provide a set of rules that you can apply 
to a new (unclassified) dataset to predict which records will 
have a given outcome. CART segments a dataset by creating 
2-way splits while CHAID segments using chi square tests 
to create multi-way splits. CART typically requires less data 
preparation than CHAID.

• Nearest neighbour method: A technique that classifies each 

record in a dataset based on a combination of the classes 
of the k record(s) most similar to it in a historical dataset 
(where k 1). Sometimes called the k-nearest neighbour 
technique.

• Rule induction: The extraction of useful if-then rules from 
data based on statistical significance.

• Data visualization: The visual interpretation of complex 
relationships in multidimensional data. Graphics tools are 
used to illustrate data relationships.

IV. Architecture for data mining
To best apply these advanced techniques, they must be fully 
integrated with a data warehouse as well as flexible interactive 
business analysis tools. Many data mining tools currently operate 
outside of the warehouse, requiring extra steps for extracting, 
importing, and analyzing the data. Furthermore, when new 
insights require operational implementation, integration with 
the warehouse simplifies the application of results from data 
mining. The resulting analytic data warehouse can be applied 
to improve business processes throughout the organization, 
in areas such as promotional campaign management, fraud 
detection, new product rollout, and so on. Fig. 1 illustrates 
architecture for advanced analysis in a large data warehouse.  
 

Fig. 2:
The ideal starting point is a data warehouse containing a 
combination of internal data tracking all customer contact coupled 
with external market data about competitor activity. Background 
information on potential customers also provides an excellent basis 
for prospecting. This warehouse can be implemented in a variety 
of relational database systems: Sybase, Oracle, Redbrick, and so 
on, and should be optimized for flexible and fast data access.
An OLAP (On-Line Analytical Processing) server enables a 
more sophisticated end-user business model to be applied when 
navigating the data warehouse. The multidimensional structures 
allow the user to analyze the data as they want to view their 
business – summarizing by product line, region, and other key 
perspectives of their business. The Data Mining Server must 
be integrated with the data warehouse and the OLAP server 
to embed ROI-focused business analysis directly into this 
infrastructure. An advanced, process-centric metadata template 
defines the data mining objectives for specific business issues like 
campaign management, prospecting, and promotion optimization. 
Integration with the data warehouse enables operational decisions 
to be directly implemented and tracked. As the warehouse grows 
with new decisions and results, the organization can continually 
mine the best practices and apply them to future decisions. This 
design represents a fundamental shift from conventional decision 
support systems. Rather than simply delivering data to the end 
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user through query and reporting software, the Advanced Analysis 
Server applies users’ business models directly to the warehouse and 
returns a proactive analysis of the most relevant information. These 
results enhance the metadata in the OLAP Server by providing 
a dynamic metadata layer that represents a distilled view of the 
data. Reporting, visualization, and other analysis tools can then 
be applied to plan future actions and confirm the impact of those 
plans.

V. Data Mining Techniques
Neural Networks/Pattern Recognition - Neural Networks are used 
in a black box fashion. One creates a test data set, lets the neural 
network learn patterns based on known outcomes, then sets the 
neural network loose on huge amounts of data. For example, a 
credit card company has 3,000 records, 100 of which are known 
fraud records. The data set updates the neural network to make 
sure it knows the difference between the fraud records and the 
lawful ones. The network learns the patterns of the fraud records. 
Then the network is run against company’s million record data set 
and the network spits out the records with patterns the same or 
similar to the fraud records. Neural networks are known for not 
being very helpful in teaching analysts about the data, just finding 
patterns that match. Neural networks have been used for optical 
character recognition to help the Post Office automate the delivery 
process without having to use humans to read addresses.
Memory Based Reasoning - MBR looks for "neighbor" kind of 
data, rather than patterns. If we look at insurance claims and want 
to know which the adjudicators should look at and which they can 
just let go through the system, we would set up a set of claims we 
want adjudicated and let the technique find similar claims.
Cluster Detection/Market Basket Analysis - This is where the 
classic beer/diapers bought together analysis came from. It finds 
groupings. Basically, this technique finds relationships in product 
or customer or wherever we want to find associations in data.
Link Analysis - This is another technique for associating like 
records. Not used too much, but there are some tools created 
just for this. As the name suggests, the technique tries to find 
links, either in customers, transactions, etc. and demonstrate those 
links.
Visualization - This technique helps users understand their data. 
Visualization makes the bridge from text based to graphical 
presentation. Such things as decision tree, rule, cluster and pattern 
visualization help users see data relationships rather than read 
about them. Many of the stronger data mining programs have made 
strides in improving their visual content over the past few years. 
This is really the vision of the future of data mining and analysis. 
Data volumes have grown to such huge levels, it is going to be 
impossible for humans to process it by any text-based method 
effectively, soon. We will probably see an approach to data
mining using visualization appear that will be something like 
Microsoft’s Photosynth. The technology is there, it will just take 
an analyst with some vision to sit down and put it together.
Decision Tree/Rule Induction - Decision trees use real data mining 
algorithms. Decision trees help with classification and spit out 
information that is very descriptive, helping users to understand 
their data. A decision tree process will generate the rules followed 
in a process. For example, a lender at a bank goes through a set of 
rules when approving a loan. Based on the loan data a bank has, 
the outcomes of the loans (default or paid), and limits of acceptable 
levels of default, the decision tree can set up the guidelines for 
the lending institution. These decision trees are very similar to 
the first decision support (or expert) systems.

Genetic Algorithms -. We can set up a data set then give the GA 
ability to do different things for whether a direction or outcome 
is favorable. The GA will move in a direction that will hopefully 
optimize the final result. Gas  are used mostly for process 
optimization, such as scheduling, workflow, batching, and process 
re-engineering. 
OLAP – Online Analytical Processing is an approach to swiftly 
answer multi-dimensional analytical queries. OLAP allows users 
to browse data following logical questions about the data. OLAP 
generally includes the ability to drill down into data, moving 
from highly summarized views of data into more detailed views. 
This is generally achieved by moving along hierarchies of data. 
For example, if one were analyzing populations, one could start 
with the most populous continent, then drill down to the most 
populous country, then to the state level, then to the city level, 
then to the neighborhood level. OLAP also includes browsing 
up hierarchies (drill up), across different dimensions of data 
(drill across), and many other advanced techniques for browsing 
data, such as automatic time variation when drilling up or down 
time hierarchies. OLAP is by far the most implemented and used 
technique. It is also generally the most intuitive and easy to use

VI. Advantages
Marking/Retailing:-Data mining can aid direct marketers by • 
providing them with useful and accurate trends about their 
customers’ purchasing behavior.   Based on these trends, 
marketers can direct their marketing attentions to their 
customers with more precision.  For example, marketers of 
a software company may advertise about their new software 
to consumers who have a lot of software purchasing history.  
In addition, data mining may also help marketers in predicting 
which products their customers may be interested in buying.  
Through this prediction, marketers can surprise their customers 
and make the customer’s shopping experience becomes a 
pleasant one. Retail stores can also benefit from data mining 
in similar ways.  For example, through the trends provide by 
data mining, the store managers can arrange shelves, stock 
certain items, or provide a certain discount that will attract 
their customers.
Banking/Crediting:-Data mining can assist financial institutions • 
in areas such as credit reporting and loan information.  For 
example, by examining previous customers with similar 
attributes, a bank can estimated the level of risk associated 
with each given loan.  In addition, data mining can also assist 
credit card issuers in detecting potentially fraudulent credit 
card transaction.  Although the data mining technique is not 
a 100% accurate in its prediction about fraudulent charges, it 
does help the credit card issuers reduce their losses.
Law enforcement:-Data mining can aid law enforcers in • 
identifying criminal suspects as well as apprehending these 
criminals by examining trends in location, crime type, habit, 
and other patterns of behaviors.
Researchers:-Data mining can assist researchers by speeding • 
up their data analyzing process; thus, allowing them more 
time to work on other projects.   

VII. Limitations of data mining
While data mining products can be very powerful tools, they are not 
self sufficient applications. To be successful, data mining requires 
skilled technical and analytical specialists who can structure the 
analysis and interpret the output that is created. Consequently, the 
limitations of data mining are primarily data or personnel related, 
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rather than technology-related. Although data mining can help 
reveal patterns and relationships, it does not tell the user the value 
or significance of these patterns. These types of determinations 
must be made by the user. Similarly, the validity of the patterns 
discovered is dependent on how they compare to “real world” 
circumstances. For example, to assess the validity of a data mining 
application designed to identify potential terrorist suspects in a 
large pool of individuals, the user may test the model using data 
that includes information about known terrorists. However, while 
possibly re-affirming a particular profile, it does not necessarily 
mean that the application will identify a suspect whose behavior 
significantly deviates from the original model. Another limitation 
of data mining is that while it can identify connections between 
behaviors and/or variables, it does not necessarily identify a 
causal relationship. For example, an application may identify 
that a pattern of behavior, such as the propensity to purchase 
airline tickets just shortly before the flight is scheduled to depart, 
is related to characteristics such as income, level of education, 
and Internet use. However, that does not necessarily indicate that 
the ticket purchasing behavior is caused by one or more of these 
variables. In fact, the individual’s behavior could be affected by 
some additional variable(s) such as occupation (the need to make 
trips on short notice), family status (a sick relative needing care), 
or a hobby .

VIII. Issues
One of the key issues raised by this technology is social one. It is 
the issue of human being’s privacy. Data mining makes it possible 
to analyze routine business transactions and collect a significant 
amount of information about individuals buying behavior and 
preferences. 
Second issue is that of data reliability. Clearly, data analysis 
can only be as good as the data that is being analyzed. A key 
implementation challenge is integrating contradictory or redundant 
data from different sources. For example, a bank may maintain 
credit cards accounts on several different databases. The addresses 
(or even the names) of a single cardholder may be different in 
each. Software must translate data from one system to another 
and select the address most recently entered. 
Third issue is whether it is better to set up a relational database 
structure or a multidimensional one. In a relational structure, data 
is stored in tables, permitting ad hoc queries. In a multidimensional 
structure, on the other hand, sets of cubes are arranged in arrays, 
with subsets created according to category. While multidimensional 
structures facilitate multidimensional data mining, relational 
structures thus far have performed better in client/server 
environments. And, with the explosion of the Internet, the world 
is becoming one big client/server environment. 
Last issue is of cost. Data mining and data warehousing tend to 
be self-reinforcing. The more powerful the data mining queries, 
the greater the utility of the information being gleaned from the 
data, and the greater the pressure to increase the amount of data 
being collected and maintained, which increases the pressure for 
faster, more powerful data mining queries. This increases pressure 
for larger, more rapid systems, which are more costly. 

IX. Future of data mining
In the short-term, the results of data mining will be in profitable, if 
ordinary, business related areas. Micro-marketing campaigns will 
explore new heights. Advertising will target potential customers 
with new accuracy.
In the medium term, data mining may be as common and easy to 

use as e-mail. We may use these tools to find the best airfare to 
Australia, root out a phone number of a long-lost classmate, or 
find the best prices on lawn mowers.
The long-term prospects are truly exciting. Imagine intelligent 
agents turned loose on medical research data or on sub-atomic 
particle data. Computers may reveal new treatments for diseases 
or new insights into the nature of the universe. 
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