
Abstract
A cloud computing platform dynamically provisions, configures, 
reconfigures, and deprovisions servers as needed. Servers in the 
cloud can be physical machines or virtual machines. Advanced 
clouds typically include other computing resources such as 
storage area networks (SANs), network equipment, firewall and 
other security devices. Cloud computing is a natural evolution 
of the widespread adoption of virtualization, Service-oriented 
architecture and utility computing. Cloud computing describes 
a new supplement, consumption, and delivery model for IT 
services based on the Internet, and it typically involves over-the-
Internet provision of dynamically scalable and often virtualized 
resources Although we argue that the construction and operation 
of extremely large scale commodity-computer datacenters making 
it a reality this time around Once Cloud Computing was “off the 
ground,” new application opportunities and usage models were. 
Discovered that would not have made sense previously. the fact 
that the services are now within reach of individuals seems to 
make this less important
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I. Cloud computing
Cloud computing is Internet-based computing, whereby shared 
resources, software, and information are provided to computers 
and other devices on demand, as with the electricity grid. Cloud 
computing is a natural evolution of the widespread adoption of 
virtualization, Service-oriented architecture and utility computing. 
Details are abstracted from consumers, who no longer have need 
for expertise in, or control over, the technology infrastructure “in 
the cloud” that supports them [1]. Cloud computing describes a 
new supplement, consumption, and delivery model for IT services 
based on the Internet, and it typically involves over-the-Internet 
provision of dynamically scalable and often virtualized resources.
[2,3] It is a byproduct and consequence of the ease-of-access 
to remote computing sites provided by the Internet [4]. This 
frequently takes the form of web-based tools or applications that 
users can access and use through a web browser as if it was 
a program installed locally on their own computer [5]. NIST 
provides a somewhat more objective and specific definition here. 
The term “cloud” is used as a metaphor for the Internet, based 
on the cloud drawing used in the past to represent the telephone 
network and later to depict the Internet in computer network 
diagrams as an abstraction of the underlying infrastructure it 
represents. Typical cloud computing providers deliver common 
business applications online that are accessed from another Web 
service or software like a Web browser, while the software and data 
are stored on servers. Most cloud computing infrastructures consist 
of services delivered through common centers and built on servers. 
Clouds often appear as single points of access for consumers’ 
computing needs. Commercial offerings are generally expected 
to meet quality of service (QoS) requirements of customers, and 
typically include service level agreements (SLAs). The major 
cloud service providers include Amazon, Sales force, Microsoft 
and Google. Some of the larger IT firms that are actively involved 
in cloud computing are Fujitsu, Dell, Red Hat, Hewlett Packard,  
IBM, VM ware and NetApp.

Cloud computing is a term used to describe both a platform and 
type of application. A cloudcomputing platform dynamically 
provisions, configures, reconfigures, and deprovisions servers 
as needed. Servers in the cloud can be physical machines or 
virtual machines. Advanced clouds typically include other 
computing resources such as storage area networks (SANs), 
network equipment, firewall and other security devices Cloud 
computing also describes applications that are extended to be 
accessible through the Internet. These cloud applications use large 
data centers and powerful servers that host Web applications and 
Web services. Anyone with a suitable Internet connection and a 
standard browser can access a cloud application.

Cloud computing conceptual diagram

II. Definition
A cloud is a pool of virtualized computer resources. A cloud 
can:
• Host a variety of different workloads, including batch-style 

back-end jobs and interactive, User-facing applications
• Allow workloads to be deployed and scaled-out quickly 

through the rapid provisioning of virtual machines or physical 
machines

• Support redundant, self-recovering, highly scalable 
programming models that allow workloads to recover from 
many unavoidable hardware/software failures.

• Monitor resource use in real time to enable rebalancing of 
allocations when needed  Cloud computing environments 
support grid computing by quickly providing physical and 
virtual servers on which the grid applications can run. 

Cloud computing should not be confused with grid computing. 
Grid computing involves dividing a large task into many smaller 
tasks that run in parallel on separate servers. Grids require many 
computers, typically in the thousands, and commonly use servers, 
desktops, and laptops. Clouds also support non grid environments, 
such as a three-tier Web architecture running standard or Web 
2.0 applications. A cloud is more than a collection of computer 
resources because a cloud provides a mechanism to manage 
those resources. Management includes provisioning, change 
requests, reimaging, workload rebalancing, deprovisioning, and 
monitoring.

From a hardware point of view, three aspects are new in Cloud 
Computing [6]:
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1.  The illusion of infinite computing resources available on 
demand, thereby eliminating the need for Cloud Computing 
users to plan far ahead for provisioning;

2.  The elimination of an up-front commitment by Cloud users, 
thereby allowing companies to start small and increase 
hardware resources only when there is an increase in their 
needs; and

3.  The ability to pay for use of computing resources on a short-
term basis as needed (e.g., processors by the hour and storage 
by the day) and release them as needed, thereby rewarding 
conservation by letting machines and storage go when they 
are no longer useful.

Fig. 1: Users and Providers of Cloud Computing. 

The benefits of SaaS to both SaaS users and SaaS providers are 
well documented, so we focus on Cloud Computing effects on 
Cloud Providers and SaaS Providers/Cloud users. The top level 
can be recursive, in that SaaS providers can also be SaaS users. 
For example, a mash up provider of rental maps might be a user 
of the Craig list and Google maps services we will argue that all 
three are important to the technical and economic changes made 
possible by Cloud Computing.
Indeed, past efforts at utility computing failed, and we note that 
in each case one or two of these three critical Characteristics were 
missing. For example, Intel Computing Services in 2000-2001 
required negotiating a contract and Longer-term use than per hour. 
As a successful example, Elastic Compute Cloud (EC2) from 
Amazon Web Services (AWS) sells 1.0-GHz x86 ISA “slices” for 
10 cents per hour, and a new “slice”, or instance, can be added in 
2 to 5 minutes. Amazon’s Scalable Storage Service (S3) charges 
$0.12 to $0.15 per gigabyte-month, with additional bandwidth 
charges of $0.10 to $0.15 per gigabyte to move data in to and out 
of AWS over the Internet. Amazon’s bet is that by statistically 
multiplexing multiple instances onto a single physical box, that 
box can be simultaneously rented to many customers who will 
not in general interfere with each others’ usage. 
While the attraction to Cloud Computing users (SaaS providers) is 
clear, who would become a Cloud computing provider, and why? To 
begin with, realizing the economies of scale afforded by statistical 
multiplexing and bulk purchasing requires the construction of 
extremely large datacenters. Building, provisioning, and launching 
such a facility is a hundred-million-dollar undertaking. However, 
because of the phenomenal growth of Web services through the 
early 2000’s, many large Internet companies, including Amazon, 
eBay, Google, Microsoft and others, were already doing so. Equally 
important, these companies also had to develop scalable software 
infrastructure (such as Map Reduce, the Google File System, Big 
Table, and the operational expertise to armor their datacenters 
against potential physical and electronic attacks. Therefore, a 

necessary but not sufficient condition for a company to become a 
Cloud Computing provider is that it must have existing investments 
not only in very large datacenters, but also in large-scale software 
infrastructure and operational expertise required to run them. 
Given these conditions, a variety of factors might influence these 
companies to become Cloud Computing providers:
1.  Make a lot of money. Although 10 cents per server-hour seems 

low, Table 2 summarizes James Hamilton’s estimates [7] that 
very large datacenters (tens of thousands of computers) can 
purchase hardware, network bandwidth, and power for 1=5 
to 1=7 the prices offered to a medium-sized (hundreds or 
thousands of computers) Datacenter. Further, the fixed costs of 
software development and deployment can be amortized over 
many more machines. Others estimate the price advantage as 
a factor of 3 to 5 [37, 10]. Thus, a sufficiently large company 
could leverage these economies of scale to offer a service 
well below the costs of a medium-sized company and still 
make a tidy profit.

2. Leverage existing investment. Adding Cloud Computing 
services on top of existing infrastructure provides a new 
revenue stream at (ideally) low incremental cost, helping 
to amortize the large investments of datacenters. Indeed, 
according to Werner Vogel, Amazon’s CTO, many Amazon 
Web Services technologies were initially developed for 
Amazon’s internal operations [6].

3. Defend a franchise. As conventional server and enterprise 
applications embrace Cloud Computing, vendors with 
an established franchise in those applications would be 
motivated to provide a cloud option of their own.

 For example
 Microsoft Azure provides an immediate path for migrating 

existing customers of Microsoft enterprise applications to a 
cloud environment.

4. Attack an incumbent. A company with the requisite datacenter 
and software resources might want to establish a beachhead 
in this space before a single “800 pound gorilla” emerges. 
Google AppEngine provides an alternative path to cloud 
deployment whose appeal lies in its automation of many of 
the scalability and load balancing features that developers 
might otherwise have to build for themselves.

Table 1: Economies of scale in 2006 for medium-sized datacenter 
(_1000 servers) vs. very large datacenter (_50,000servers). 

Technology Cost in 
Medium-sized 
DC

Cost in Very 
Large DC

Ratio

Network $95 per Mbit/
sec/month

$13 per Mbit/
sec/month

7.1

Storage $2.20 per 
GByte / month

$0.40 per 
GByte / month

5.7

Administration _140 Servers / 
Administrator

>1000 Servers 
/ Administrator

7.1

5.  Leverage customer relationships. IT service organizations 
such as IBM Global Services have extensive customer 
relationships through their service offerings. Providing a 
branded Cloud Computing offering gives those customers 
an anxiety-free migration path that preserves both parties’ 
investments in the customer relationship.

6.  Become a platform. Facebook’s initiative to enable plug-in 
applications is a great fit for cloud computing, as we will see, 
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and indeed one infrastructure provider for Facebook plug-in 
applications is Joyent, a cloud provider.

Yet Facebook’s motivation was to make their social-networking 
application a new development platform. Several Cloud 
Computing (and conventional computing) datacenters are 
being built in seemingly surprising locations, such as Quincy, 
Washington (Google, Microsoft, Yahoo!, and others) and San 
Antonio, Texas (Microsoft, US National Security Agency, others). 
The motivation behind choosing these locales is that the costs for 
electricity, cooling, labor, property purchase costs, and taxes are 
geographically variable, and of these costs, electricity and cooling 
alone can account for a third of the costs of the datacenter. 

III. Architecture Cloud computing sample architecture

Cloud architecture,  the systems architecture of the software systems 
involved in the delivery of cloud computing, typically involves 
multiple cloud components communicating with each other over 
application programming interfaces, usually web services. This 
resembles the Unix philosophy of having multiple programs 
each doing one thing well and working together over universal 
interfaces. Complexity is controlled and the resulting systems are 
more manageable than their monolithic counterparts. The two most 
significant components of cloud computing architecture are known 
as the front end and the back end. The front end is the part seen by 
the client, i.e. the computer user. This includes the client’s network 
(or computer) and the applications used to access the cloud via a 
user interface such as a web browser. The back end of the cloud 
computing architecture is the ‘cloud’ itself, comprising various 
computers, servers and data storage devices.

IV. Clouds in a Perfect Storm: Why Now, Not Then?
Although we argue that the construction and operation of 
extremely large scale commodity-computer datacenters was the 
key necessary enabler of Cloud Computing, additional technology 
trends and new business models also played a key role in making 
it a reality this time around. Once Cloud Computing was “off the 
ground,” new application opportunities and usage models were 
discovered that would not have made sense previously. the fact 
that the services are now within reach of individuals seems to 
make this less important. 
Similarly, individuals’ Web pages can now use Google AdSense 
to realize revenue from ads, rather than setting up a relationship 
with an ad placement company, such Double Click (now acquired 
by Google). Those ads can provide the business model for Wed 
2.0 apps as well. Individuals can distribute Web content using 
Amazon Cloud Front rather than establishing a relationship with 
a content distribution network such as Akamai. Amazon Web 
Services capitalized on this insight in 2006 by providing pay-as-

you-go computing with no contract: 
All customers need is a credit card. A second innovation was selling 
hardware-level virtual machines cycles, allowing customers to 
choose their own software stack without disrupting each other 
while sharing the same hardware and thereby lowering costs 
further.

A. New Application Opportunities
While we have yet to see fundamentally new types of applications 
enabled by Cloud Computing, we believe that several important 
classes of existing applications will become even more compelling 
with Cloud Computing and contribute further to its momentum. 
When Jim Gray examined technological trends in 2003 [8], he 
concluded that economic necessity mandates putting the data 
near the application, since the cost of wide-area networking 
has fallen more slowly (and remains relatively higher) than all 
other IT hardware costs. Although hardware costs have changed 
since Gray’s analysis, his idea of this “breakeven point” has not. 
we use Gray’s insight in examining what kinds of applications 
represent Particularly good opportunities and drivers for Cloud 
Computing. 

1. Mobile interactive applications
Tim O’Reilly believes that “the future belongs to services that 
respond in real time to information provided either by their users 
or by nonhuman sensors.” [9] Such services will be attracted to 
the cloud not only because they must be highly available, but also 
because these services generally rely on large data sets that are 
most conveniently hosted in large datacenters. This is especially 
the case for services that combine two or more data sources 
or other services, e.g., mash ups. While not all mobile devices 
enjoy connectivity to the cloud 100% of the time, the challenge of 
disconnected operation has been addressed successfully in specific 
application domains, so we do not see this as a significant obstacle 
to the appeal of mobile applications.

2. Parallel batch processing
Although thus far we have concentrated on using Cloud Computing 
for interactive SaaS, Cloud Computing presents a unique 
opportunity for batch-processing and analytics jobs that analyze 
terabytes of data and can take hours to finish. If there is enough 
data parallelism in the application, users can take advantage
of the cloud’s new “cost associatively”: using hundreds of 
computers for a short time costs the same as using a few computers 
for a long time. For example, Peter Harkins, a Senior Engineer at 
The Washington Post, used 200 EC2 instances (1,407 server hours) 
to convert 17,481 pages of Hillary Clinton’s travel documents 
into a form more friendly to use on the WWW within nine hours 
after they were released [10]. Programming abstractions such 
as Google’s Map Reduce [11] and its open-source counterpart 
Hadoop [12] allow programmers to express such tasks while hiding 
the operational complexity of choreographing parallel execution 
across hundreds of Cloud Computing servers. Indeed, Cloudera 
[13] is pursuing commercial opportunities in this space. Again, 
using Gray’s insight, the cost/benefit analysis must weigh the 
cost of moving large datasets into the cloud against the benefit of 
potential speedup in the data analysis. When we return to economic 
models later, we speculate that part of Amazon’s motivation to 
host large public datasets for free [14] may be to mitigate the cost 
side of this analysis and thereby attract users to purchase Cloud 
Computing cycles near this data.
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3. The rise of analytics.
A special case of compute-intensive batch processing is business 
analytics. While the large database industry was originally 
dominated by transaction processing, that demand is leveling 
off. A growing share of computing resources is now spent on 
understanding customers, supply chains, buying habits, ranking, 
and so on. Hence, while online transaction volumes will continue 
to grow slowly, decision support is growing rapidly, shifting
the resource balance in database processing from transactions to 
business analytics. 

4. Extension of compute-intensive desktop 
applications.
The latest versions of the mathematics software packages Matlab 
and Mathematica are capable of using Cloud Computing to 
perform expensive evaluations. Other desktop applications might 
similarly Benet from seamless extension into the cloud. Again, a 
reasonable test is comparing the cost of computing in the Cloud 
plus the cost of moving data in and out of the Cloud to the time 
savings from using the Cloud. Symbolic mathematics involves a 
great deal of computing per unit of data, making it a domain worth 
investigating. An interesting alternative model might be to keep 
the data in the cloud and rely on having sufficient bandwidth to 
enable suitable visualization and a responsive GUI back to the 
human user. Offline image rendering or 3D animation might be a 
similar example: given a compact description of the objects in a 3D 
scene and the characteristics of the lighting sources, rendering the 
image is an embarrassingly parallel task with a high computation-
to-bytes ratio. 

5. Earthbound” applications.
Some applications that would otherwise be good candidates for 
the cloud’s elasticity and parallelism may be thwarted by data 
movement costs, the fundamental latency limits of getting into and 
out of the cloud, or both. For example, while the analytics associated 
with making long-term financial decisions are appropriate

B. New Technology Trends and Business Models
Accompanying the emergence of Web 2.0 was a shift from 
“high-touch, high-margin, high-commitment” provisioning of 
service “low-touch, low-margin, low-commitment” self-service. 
For example, , accepting credit card payments from strangers 
required a contractual arrangement with a payment processing 
service such as VeriSign or Authorize.net; the arrangement was 
part of a larger business relationship, making it onerous for an 
individual or a very for the Cloud, stock trading that requires 
microsecond precision is not. Until the cost (and possibly latency) 
of wide area data transfer decrease , such applications may be less 
obvious candidates for the cloud.

V. Classes of Utility Computing
Any application needs a model of computation, a model of storage 
and, assuming the application is even trivially distributed, a 
model of communication. The statistical multiplexing necessary 
to achieve elasticity and the illusion of infinite capacity requires 
resources to be virtualized, so that the implementation of how they 
are multiplexed and shared can be hidden from the programmer. 
Our view is that different utility computing offerings will be 
distinguished based on the level of abstraction presented to the 
programmer and the level of management of the resources.
Amazon EC2 is at one end of the spectrum. An EC2 instance 
looks much like physical hardware, and users can control 
nearly the entire software stack, from the kernel upwards. The 

API exposed is “thin”: a few dozen API calls to request and 
configure the virtualized hardware. There is no a priori limit on 
the kinds of applications that can be hosted; the low level of 
virtualization—raw CPU cycles, block-device storage, IP-level 
connectivity— allow developers to code whatever they want. On 
the other hand, this makes it inherently difficult for Amazon to 
offer automatic scalability and failover, because the semantics 
associated with replication and other state management issues 
are highly application-dependent.
AWS does offer a number of higher-level managed services, 
including several different managed storage services for use 
in conjunction with EC2, such as Simple DB. However, these 
offerings have higher latency and nonstandard API’s, and our 
understanding is that they are not as widely used as other parts 
of AWS. At the other extreme of the spectrum are application 
domain-specific platforms such as Google AppEngine and Force.
com, the Sales Force business software development platform.                                                                                        
AppEngine   is targeted exclusively at traditional web applications, 
enforcing an application structure of clean separation between a 
stateless computation tier and a stateful storage tier. Furthermore, 
AppEngine applications are expected to be request-reply based, 
and as such they are severely rationed in how much CPU time 
they can use in servicing a particular request.                    
AppEngine’s  impressive automatic scaling and high-availability 
mechanisms, and the proprietary Mega Store (based on Big Table) 
data storage available to AppEngine applications, all rely on 
these constraints. Thus, AppEngine is not suitable for general-
purpose computing. Similarly, Force.com is designed to support 
business applications that run against the salesforce.comdatabase, 
and nothing else. Microsoft’s Azure is an intermediate point on 
this spectrum of flexibility vs. programmer convenience. Azure 
applications are written using the .NET libraries, and compiled to 
the Common Language Runtime, a language independent managed 
environment. The system supports general-purpose computing, 
rather than a single category of application. Users get a choice 
of language, but cannot control the underlying operating system 
or runtime. The libraries provide a degree of automatic network 
configuration and failover/scalability, but require the developer 
to declaratively specify some application properties in order to 
do so. Thus, Azure is intermediate between complete application 
frameworks like AppEngine on the one hand, and hardware virtual 
machines like EC2 on the other. 
Table summarizes how these three classes virtualizes computation, 
storage, and networking. The scattershot offerings of scalable 
storage suggest that scalable storage with an API comparable in 
richness to SQL remains an open research problem .
Amazon has begun offering Oracle databases hosted on AWS, 
but the economics and licensing model of this product makes it 
a less natural fit for Cloud Computing. 
Will one model beat out the others in the Cloud Computing 
space? We can draw an analogy with programming languages 
and frameworks. 
 Low-level languages such as C and assembly language allow fine 
control and close communication with the bare metal, but if the 
developer is writing a Web application, the mechanics of managing 
sockets, dispatching requests, and so on are cumbersome and 
tedious to code, even with good libraries. On the other hand, high-
level frameworks such as Ruby on Rails make these mechanics 
invisible to the programmer, but are only useful if the application 
readily fits the request/reply structure and the abstractions provided 
by Rails; any deviation requires diving into the framework at best, 
and may be awkward to code.
No reasonable Ruby developer would argue against the superiority 
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of C for certain tasks, and vice versa. Correspondingly, we believe 
different tasks will result in demand for different classes of utility 
computing. Continuing the language analogy, just as high-level 
languages can be implemented in lower-level ones, highly managed 
cloud platforms can be hosted on top of less-managed ones. For 
example, AppEngine could be hosted on top of Azure or EC2; 
Azure could be hosted on top of EC2. Of course, AppEngine 
and Azure each offer proprietary features (AppEngine’s scaling, 
failover and Mega Store data storage) or large, complex API’s 
(Azure’s .NET libraries) that have no free implementation, so 
any attempt to “clone” AppEngine or Azure would require re-
implementing those features or API’s—a formidable challenge.

VI. Benefits
Cloud computing infrastructures can allow enterprises to achieve 
more efficient use of their IT hardware and software investments. 
They do this by breaking down the physical barriers inherent in 
isolated systems, and automating the management of the group 
of systems as a single entity. 
Cloud computing is an example of an ultimately virtualized system, 
and a natural evolution for data centers that employ automated 
systems management, workload balancing, and virtualization 
technologies.A cloud infrastructure can be a cost efficient model 
for delivering information services, reducingIT management 
complexity, promoting innovation, and increasing responsiveness 
through real-time workload balancing.

Table 2: Examples of Cloud Computing vendors and how each 
provides virtualized resources (computation, storage, networking) 
and ensures scalability and high availability of the resources.

Amazon Web 
Services

Microsoft 
Azure

Google AppEngine

Computation
model (VM)

_ x86 
Instruction Set 
Architecture
(ISA) via Xen 
VM

_ Microsoft 
Common 
Language
Runtime (CLR) 
VM;
common 
intermediate 
form
executed in 
managed 
environment

_ Predefined 
application
structure and 
framework;
programmer-
provided 
“handlers”
written in Python,
all persistent state 
stored in
Mega Store

Storage model _ Range of 
models from 
block store
(EBS) to 
augmented 
key/blob store
(Simple DB)

SQL Data 
Services 
(restricted
view of SQL 
Server)
_ Azure storage 
service

_Mega Store/Big 
table

Networking
model

Declarative 
specification of 
IP level
topology; 
internal 
placement
details 
concealed
_ Security 
Groups enable 
restricting
which 
nodes may 
communicate

Automatic 
based on 
programmer’s
declarative 
descriptions
of app 
components
(roles)

Fixed topology to 
accommodate
3-tier Web app
structure

MySQL, PHP (LAMP) stack-based applications as well as new 
architectures such as Map Reduce and the Google File System, 
which provide a means to scale applications across thousands of 

servers instantly.
Large amounts of computer resource, in the form of Xen virtual 
machines, can be provisioned and made available for new 
applications within minutes instead of days or weeks. Developers 
can gain access to these resources through a portal and put them 
to use immediately. Several products are available that provide 
virtual machine capabilities, including proprietary ones such as 
VMware, and open source alternatives, such as XEN. This paper 
describes the use of XEN virtualization.
Many customers are interested in cloud infrastructures to serve 
as platforms for innovation, particularly in countries that want to 
foster the development of a highly skilled, high-tech work force. 
They want to provide startups and research organizations with an 
environment for idea exchange, and the ability to rapidly develop 
and deploy new product prototypes.
In fact, HiPODS has been hosting IBM’s innovation portal on 
a virtualized cloud infrastructure in our Silicon Valley Lab for 
nearly two years. We have over seventy active innovations at a 
time, with each innovation lasting on average six months. 50% of 
those innovations are Web 2.0 projects (search, collaboration, and 
social networking) and 27% turn into products or solutions. Our 
success with the innovation portal is documented in the August 
20 Business Week cover story on global collaboration.

A. Usage scenarios
Cloud computing can play a significant role in a variety of areas 
including internal pilots, innovations, virtual worlds, e-business, 
social networks, and search. Here we summarize several basic but 
important usage scenarios that highlight the breadth and depth of 
impact that cloud computing can have on an enterprise.

B. Internal innovation
Innovators request resources online through a simple Web interface. 
They specify a desired start and end dates for their pilot. A cloud 
resource administrator approves or rejects the request.
Upon approval, the cloud provisions the servers. The innovator 
has the resources available for use within a few minutes or an hour 
depending on what type of resource was requested.

C. Virtual worlds
Virtual worlds require significant amounts of computing power, 
especially as those virtual spaces become large or as more and 
more users log in. Massively multiplayer online games (MMPOG) 
are a good example of significantly large virtual worlds. Several 
commercial virtual worlds have as many as nine million registered 
users and hundreds and thousands of servers supporting these 
environments.
A company that hosts a virtual world could have real time monitors 
showing the utilization level of the current infrastructure or the 
average response time of the clients in any given ‘realm’ of the 
virtual world. Realms are arbitrary areas within a virtual world 
that support a specific subset of people or subset of the world. 
The company discovers that realm A has an significant increase 
in use and the response times are declining, whereas realms S and 
Z have decreased in use. The company initiates a cloud rebalance 
request to deprovision five servers each from realms S and Z 
and provision ten servers to Realm A. After a couple of minutes 
the ten servers are relocated without interruption to any users in 
any of the realms and the response time for realm A has returned 
to acceptable levels. The company has achieved significant cost 
savings by reusing underutilized equipment, maintained high 
customer satisfaction, avoided help desk calls from users and 
completed in minutes what would previously have taken days or 
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weeks to accomplish.

D. e-business
In e-business, scalability can be achieved by making new servers 
available as needed. For example, during a peak shopping season, 
more virtual servers can be made available that can cater to high 
shopper demand. In another example a company may experience 
high workloads on weekends or evenings as opposed to early 
mornings and weekdays. If a company has a significantly large 
cloud, they could schedule computer resources to be provisioned 
each evening, Weekend, or during a peak season. There are more 
opportunities to achieve efficiencies as the cloud grows. Another 
aspect of this scenario involves employing business policies to 
decide what applications receive higher priorities and thus more 
computing resources. Revenue generating applications may be 
rated higher than research and development or innovation pilots. 
For several months IBM has been running a cloud infrastructure 
that adjusts computer resources appropriately and automatically 
according to business policies.

E. Personal hobbies
Innovation is no longer a concept developed and owned by 
companies and businesses. It is becoming popular at the individual 
level, and more individuals are coming up with innovations. These 
individuals could be requesting servers from a cloud to work on 
their innovations.

VII. Motivation to leverage cloud and service grid 
technologies — Pain points that clouds and service grids 
address
It was September 2008 when Larry Ellison was asked about 
whether Oracle would pursue a cloud vision. His response at the 
time was that Oracle would eventually offer cloud computing 
products. But in the same conversation, Mr. Ellison also noted 
— in his inimitable fashion — that cloud computing was such a 
commonly used term as to be “idiocy.”
Fair comment, actually, given that cloud computing is such an 
overloaded term. It can be used as a synonym for outsourced data 
center hosting. It can be used to define what Salesforce.com and 
Net Suite do — they offer software as a service. Some have referred 
to the Internet as the cloud … an uber-cloud containing all others. 
Cloud computing sometimes is imprecisely used to reference grid 
computing for database resource management or massively parallel 
scientific computing. And cloud computing has been taken to mean 
time sharing, which is both a style of business and a technology 
strategy that sought to share expensive computing resources across 
corporate boundaries at attractive price points. It appears on the 
surface that the IT industry has redefined much of what it does 
now and has done for quite a while as cloud computing, and that 
Oracle indeed might need only to change verbiage in a few of its 
ads to align them with a well-formed cloud vision. But today’s 
IT leaders are operating in a business climate in which intense 
commoditization and change force deployment of new IT-enabled 
business processes and require acknowledgement that business 
processes and architectures that are fixed/rigid in their definition 
will not scale to large networks of practice, that IT budgets may 
have reached the point where conventional internal cost cutting 
can wring out only nominal additional value unless business and 
IT processes change, and that doing business internationally is 
not the same as conducting global business (i.e., outsourcing is 
not equivalent to organizing and conducting global business). 
So, while Mr. Ellison’s remarks may express the sentiments of 

many IT leaders today who have spent a considerable amount on 
infrastructure, they cannot be correct unless the processes and 
techniques developed in IT during the past 20 years will be the 
foundation for processes and techniques of the next 20 years. We 
do not believe that twentieth-century IT thinking can or should 
be the de facto foundation for twenty-first-century IT practices. 
We believe that now, more than ever before, IT matters, and it has 
already become the critical center of business operations today. As 
such, IT leaders have no choice but to continue to chase cost and 
margin optimization. They also have no choice but to carefully set 
and navigate a course to renovate and/or replace twentieth-century 
practices with for twenty-first century practices and technologies 
so that product lines and services that companies offer  today can 
remain relevant through significant market transitions. This paper 
is the first in a set of three that attempt to establish a thought 
framework around cloud computing, its architectural implications, 
and migration from current computing architectures and hosting 
capabilities to cloud computing architectures and hosting services. 
We begin by exploring three IT pain points that can be addressed 
by cloud and service grid computing. Subsequent papers more 
completely elaborate these pain points and methods to handle 
them.

VIII. IT pain points
There probably is a very large number of IT pain points that 
IT leaders in today’s corporations would want to see addressed 
by cloud and service grid computing. We highlight three in this 
paper:
• Data Center Management
• Architecture Transformation and Evolution (evolving current 

architectures or beginning from scratch)
• Policy-based Management of IT Platforms

A. Pain point: data center management
The challenges of managing a data center, including network 
management, hardware acquisition and currency, energy 
efficiency, and scalability with business demands, all are costly 
to implement in a way that easily expands and contracts as a 
function of demand. Also, as businesses aggregate and collaborate 
in global contexts, data center scalability is constrained by 
cost, the ability to efficiently manage environments and satisfy 
regulatory requirements, and geographic limitations. Adding to 
this complexity, the need to manage change demanded by today’s 
changing global and corporate climates underscores the need for 
transforming the ways that we manage data centers: methods of 
the past 5 to 10 years do not scale and do not provide the requisite 
agility that is now needed.

1. Cloud solutions
Cloud solutions can form the basis of a next generation data center 
strategy, bringing agility, elasticity, and economic viability to 
the fore:

(i) Affordable elasticity, scalability
• Resource optimization through virtualization
• Management dashboards simplify responses evoked by 

seasonal peak utilization demands or business expansion
• Finer-grained container management capabilities (e.g., 

Cassatt’s) will serve to fine tune elasticity policies
• Capability to affordably deploy many current technology-

based applications as they exist today, possibly to re-architect 
them overtime

• Minimized capital outlay, which is especially important for 

 378 InternatIonal Journal of Computer SCIenCe and teChnology

IJCSt Vol. 2, ISSue 3, September 2011 I S S N  :  2 2 2 9 - 4 3 3 3 ( P r i n t )  |  I S S N  :  0 9 7 6 - 8 4 9 1 ( O n l i n e )

w w w . i j c s t . c o m



startups, where initial funding 
• is way too limited to use to capitalize infrastructure
• Extreme elasticity — handling spikes of traffic stemming 

from something catching on or “going viral” (e.g., having 
to scale from 50 to 5000 servers in one day because of the 
power of social media)

(ii) Affordable and alternative provisioning of disaster 
recovery
• Cloud data storage schemes provide a different way to 

persistently store certain types of information that make 
explicit data replication unnecessary (storage is distributed/
federated transparently)

• Creation of virtual images of an entire technology stack 
streamlines recovery in the event of server failure

• Utility computing management platforms enable consistent 
management across data center boundaries. Evolution of 
utility computing to enable cloud composition will simplify 
implementation of failover strategies

(iii) Affordable state-of-the-art technology
• The exponential nature of digital hardware advances makes 

the challenge of keeping hardware current particularly 
vexing. Buying cloud services transfers the need to keep 
hardware current to the cloud vendor — except, possibly, as 
this applies to mainframe or other legacy technologies that 
remain viable

• It is reasonable to expect cloud vendors to offer specialized 
hardware capabilities (e.g., DSP/GPU/SMP capabilities) over 
time in support of gaming/graphics, parallel/multithreaded 
applications, etc.

• Specialized hardware needs (e.g., mainframe-based) probably 
will not be the responsibility of the cloud vendor, but there is 
no reason why a private cloud/service grid should not be able 
to be composed with a public cloud/service grid

(iv) Operational agility and efficiency 
cloud vendors will oversee management of hardware and network 
assets at a minimum. Where they provide software assets or 
provision a service grid ecosystem, they likely will provide 
software stack management as well
• Management of assets deployed into a cloud is standardized. 

Management dashboards simplify the management and 
deployment of both hardware and software

(v) Energy efficiency becomes the cloud vendor’s 
challenge.
The scale of a cloud may well precipitate the move to alternative 
cooling strategies (e.g., water vs. fan at hardware (board/hardware 
module) levels), air and water cooling of data centers, increased 
management software capabilities to interoperate with data center 
policies to control power up/ down of resources and consolidate 
(on fewer boxes) processes running in a cloud given the visibility to 
utilization, service level agreements, etc. One could even imagine 
implementing a power strategy that continuously moves resource 
intensive applications to run where power is less expensive (e.g., 
power might be less expensive at night than the day so keep 
running this application on the dark side of the earth)
• Big enterprise capabilities for small company prices
• Startups can use and stay with cloud solutions as they grow 

and become more established

(vi) Hardware and data center cost-savings 
staff cost optimizations enable businesses to self-fund innovative 
IT initiatives
• Those who wish to leverage the cloud’s functional capabilities 

will have to build their own capabilities (e.g., services and/
or applications) to interoperate with resources in the cloud 
provided that they wish to-do more than simply use a cloud 
as outsourced hosting

(vii) Security compliance 
e.g., security of information and data center practices, PCI data 
security compliance) will increasingly become the responsibility 
of cloud vendors
• This will be true especially as clouds become/evolve into 

service grids, as cloud vendors geographically distribute 
their capabilities, and as specialized clouds are provisioned 
to serve specific industries. Where there may be constraints 
on location of data, policies to guarantee data will be stored 
as required, together with auditing/monitoring procedures 
will have to be put into place

• In today’s outsourced hosting environments, clients work 
with service providers using audits to identify gaps in security 
strategies and compliance, and to ensure that such gaps are 
quickly closed. We expect the same to be true in cloud contexts 
— especially where new distributed storage technologies 
can be used. Further, we expect that emphasis on the use 
of policy to deal with security, data privacy, and regulatory 
requirements ultimately will distinguish cloud vendors and 
their technologies from service grid vendors, who will focus 
on the construction and management of a policy-driven 
business ecosystem leveraging cloud computing

B. Pain point: architecture transformation/evolution 
(the Brownfield vs. Greenfield Conundrum)
Significant investment in application platforms in the last 10 years 
have resulted in heterogeneous best-of-breed application systems 
that have proved hard and costly to integrate within corporate 
boundaries. Scaling them beyond corporate boundaries into 
corporate
networks of practice takes integration to a level of complexity that 
appears insurmountable, but the perceived costs of starting fresh 
seem equally so. IT leadership knows it must do something about 
the application portfolio it has assembled to make it interoperable 
with partner networks without requiring massive technology 
restructure in unrealistically short time periods. It also knows 
the business must quickly respond to global market opportunities 
when they present themselves. How does IT Leadership guide the 
architectural evolution and transformation of what exists today to 
enable rapid-fire response without starting from scratch or trying 
to change its application platform in unrealistic time periods?

(i) Cloud solutions
Cloud solutions can form the basis of an application portfolio 
management strategy that can be used to address tactical short-
term needs, e.g., interoperability within a business community 
of practice using the cloud to provision community resources, 
and to address the longer-term needs to optimize the application 
portfolio and possibly re-architect it.
Cloud vendors offer the capability to construct customized 
virtualized images that can contain software for which a corporation 
has licenses. Hosting current infrastructure in a cloud (where such 
is possible) provides an isolated area in which a corporation or 
corporate partners (probably on a smaller scale due to integration 
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complexities associated with older infrastructure and application 
technologies) could interoperate using existing technologies.

(ii) Why would companies do this?
• To move quickly with current platforms
• To economically host applications, minimize private data 

center modifications, and, in so doing, self-fund portfolio 
optimization and/or re-architecture work

• Use current capabilities, but shadow them with new capabilities 
as they are developed — ultimately replacing new with old

• Simplify architecture by removing unnecessary moving 
parts

• Cloud vendors offer application functionality that could 
replace existing capabilities (e.g., small-to-large ERP, CRM 
systems). Incorporating this functionality into an existing 
application portfolio leads to incremental re-architecture 
of application integrations using newer technologies and 
techniques (Brownfield), which, in turn, should result in 
service-oriented interfaces that can become foundational to 
future state. An incremental move toward a re-architected 
platform hosted using cloud technologies may prove to be 
the only way to mitigate risks of architectural transformation 
while keeping corporate business running. Conversely, 
clouds also represent locations where Greenfield efforts can 
be hosted. Greenfield efforts are not as risky as they sound 
given the maturity (now) of hosted platforms like Sales Force, 
Net Suite, etc.

How quickly can transformation of an existing platform be 
accomplished? This depends upon the architectural complexity of 
what is to be transformed or replaced. A very complex and tightly 
coupled architecture might require several years to decouple so 
that new architecture components could be added — assuming no 
Greenfield scenario is desired or feasible — whereas it might be 
possible to move a simply structured Web application in a matter 
of hours. A platform that has specialized hardware requirements 
(e.g., there is mainframe dependency, or digital signal processing 
hardware is required) might have to be privately hosted, or be 
hosted partly in public and partly in private clouds
• Cloud application programming interfaces (APIs), together 

with the concepts of distribution, federation, and services that 
are baked in, provide a foundation on which to implement 
loosely coupled, serviceoriented architectures and can 
logically lead to better architecture

Web services, reliable queuing, and distributed storage (non 
relational with somewhat relational interfaces, and relational) 
provide foundational infrastructure capabilities to implement 
modern architectures using standardized APIs (e.g., WS-*)
Standardized interfaces, loose architecture couplings, and 
standardized deployment environments and methods increase 
reuse potential by making it easier to compose new services with 
existing services
• Clouds provide a means to deal with heterogeneity
Initially, heterogeneity is dealt with through management layers
Better architecture as noted above further enhances this 
as heterogeneity is encapsulated beneath standardized and 
serviceoriented APIs
Once heterogeneity is contained, a portfolio optimization/ 
modernization strategy can be put into place and implemented

C. Pain point: policy-based management of IT platforms
Summary: Policy constraints are difficult to impossible to 
implement especially in a rapidly changing world/context. Business 
processes and policies are embedded in monolithic applications 

that comprise corporate business platforms today. Even the 
bespoke applications constructed in the past 10 years share this 
characteristic since policy and process were not treated as formal 
architecture components. Consequently, application scalability vis-
à-vis provisioning policy-driven business capabilities is limited. 
Organizational model changes, e.g., mergers and acquisitions (or 
divestitures) or corporate globalization into very loosely coupled 
business networks, underscore the need for policy to be made 
explicit. The ability to conduct business in a quickly changing 
world will be a direct function of the capability to manage using 
policy.

(i) Service grid solutions
In one sense, this pain point can be considered to be related to 
the Brownfield/Greenfield Conundrum that, if addressed, results 
in a distributed/federated, service-oriented, loosely coupled 
architecture in which policy can be factored out and considered 
a first order architecture component. However, it also is clear 
that: (1) everyone does not need policy factored like this; and (2) 
where policy must be exposed may vary by domain, community, 
geography, etc. Hence we deal with this pain point separately 
and consider the need to address it a prerequisite condition to 
leveraging the full capabilities of a service grid. Corporations 
require enterprise qualities in architectures, and they will have 
the same expectations of clouds where they will deploy critical 
platforms. Scaling architectures for use in increasingly larger 
communities as well as simply making platforms that are far 
more configurable and compositional requires the ability to 
expose policy extension points that can be incorporated into a 
management scheme that can implement and en for cepolicy across 
the entire technology stack. The result of such architecturally
pervasive policy management is that control over environmental 
as well as business constraints is provisioned. When corporate 
architectures are deployed into service grids, these policy extension 
points must be used even in grids composed of other grids.
• Cloud vendors are implementing utility computing 

management
• capabilities, which are, themselves, policy driven. As these 

capabilities are further refined, it will become feasible to 
integrate business policies with infrastructure management 
policies on which business and infrastructure service level 
agreements/processes can be based

• Outside-In architectures (in our view, service-oriented 
architecture properly done) provision interfaces that easily 
align with business processes and minimize architecture 
complexity, resulting in a simpler architecture in which policy 
is externalized. Externalized policy provides the opportunity 
for business policy to join with infrastructure policy

• Externalized policy provides the foundation on which policy-
driven business processes can be constructed and managed. 
This results in increased business agility because it simplifies 
how businesses

(ii) Interoperate
They interoperate at the business process level, and not at the 
technology level; policies can be changed with significantly less 
impact on the code that provisions business functionality
• Cloud vendors use containers to deploy functionality. As these 

containers become permeable such that their contents can both 
be managed and expose policy extension points, then policies 
can span the entire cloud and grid technology stacks

• Service grids provision architecture components, e.g., policy 
engines and interaction services, that enable policy to be 
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managed/harmonized explicitly and separately from other 
business functionality — across architecture layers, across 
business networks of practice — and used as the foundation 
of business interactions

It is important to note that policy is viewed as a constraint 
continuum covering infrastructure management to domain 
(regulatory, industry/market sector) policy constraints

IX. Characteristics
Generally, cloud computing customers do not own the physical 
infrastructure, instead avoiding capital expenditure by renting usage 
from a third-party provider. They consume resources as a service 
and pay only for resources that they use. Many cloud-computing 
offerings employ the utility computing model, which is analogous 
to how traditional utility services (such as electricity) are consumed, 
whereas others bill on a subscription basis. Sharing “perishable 
and intangible” computing power among multiple tenants can 
improve utilization rates, as servers are not unnecessarily left idle 
(which can reduce costs significantly while increasing the speed 
of application development). A side-effect of this approach is 
that overall computer usage rises dramatically, as customers do 
not have to engineer for peak load limits.]In addition, “increased 
high-speed bandwidth” makes it possible to receive the same. 
The cloud is becoming increasingly associated with small and 
medium enterprises (SMEs) as in many cases they cannot justify 
or afford the large capital expenditure of traditional IT. SMEs also 
typically have less existing infrastructure, less bureaucracy, more 
flexibility, and smaller capital budgets for purchasing in-house 
technology. Similarly, SMEs in emerging markets are typically 
unburdened by established legacy infrastructures, thus reducing 
the complexity of deploying cloud solutions. 

X. Economics
Cloud computing users avoid capital expenditure (CapEx) on 
hardware, software, and services when they pay a provider only for 
what they use. Consumption is usually billed on a utility (resources 
consumed, like electricity) or subscription (time-based, like a 
newspaper) basis with little or no upfront cost. Other benefits 
of this approach are low barriers to entry, shared infrastructure 
and costs, low management overhead, and immediate access to 
a broad range of applications. In general, users can terminate the 
contract at any time (thereby avoiding return on investment risk 
and uncertainty), and the services are often covered by service 
level agreements (SLAs) with financial penalties.  
According to Nicholas Carr, the strategic importance of information 
technology is diminishing as it becomes standardized and less 
expensive. He argues that the cloud computing paradigm shift is 
similar to the displacement of frozen water trade by electricity 
generators early in the 20th century. 
Although companies might be able to save on upfront capital 
expenditures, they might not save much and might actually pay 
more for operating expenses. In situations where the capital 
expense would be relatively small, or where the organization 
has more flexibility in their capital budget than their operating 
budget, the cloud model might not make great fiscal sense. Other 
factors having an impact on the scale of potential cost savings 
include the efficiency of a company’s data center as compared to 
the cloud vendor’s, the company’s existing operating costs, the 
level of adoption of cloud computing, and the type of functionality 
being hosted in the cloud. 
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