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Abstract
This paper describes cloud computing, a computing platform for the 
next generation of the Internet. The paper defines clouds,explains 
the business benefits of cloud computing and outlines cloud 
architecture and its major components. Readers will discover 
how a business can use cloud computing to foster innovation 
and reduce IT costs. Cloud computing takes these steps to a new 
level and allows an organization to further reduce costs through  
improved utilization, reduced administration and infrastructure 
costs  and faster deployment cycles. The cloud is a next generation 
platform that provides dynamic resource pools, virtualization and 
high availability. Cloud  computing describes both a platform and 
a type  of application. The privilege given to cloud applications is 
that they can extended to be accessible through  the Internet. These 
cloud applications use large data centers and powerful servers that 
host Web applications and Web services.
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I. Introduction
The Cloud computing infrastructure accelerates and fosters the 
adoption of innovations. It alleviates the need of  innovators to 
find resources to develop, test and make their innovations available 
to the user community. It comprises an automated  framework 
that can deliver standardized services quickly and cheaply. Cloud 
computing is a term used to describe both a platform and type of 
application. A cloud computing platform dynamically provisions, 
configures, reconfigures and deprivations servers as needed. 
Servers in the cloud can be physical machines or virtual machines. 
Advanced clouds typically include other computing resources 
such as storage area networks (SANs), Network equipment, 
firewall and other security devices [2]. Anyone with a suitable 
Internet connection and a standard  browser  can  access a cloud 
application.

II. Overview

A. Definition
Cloud Computing is a general term used to describe a new class 
of network based computing that takes place over the Internet, 
basically a step on from Utility Computing. In other words, this 
is a collection or group of integrated and networked hardware, 
software and Internet infrastructure (called a platform). A cloud is a  
pool of virtualized computer resources. A cloud can host a variety 
of different workloads, including batch-style  back-end  jobs and 
interactive, user-facing applications [3]. Allow workloads to be 
deployed and scaled out quickly through the rapid provisioning 
of virtual machines or physical machines. Support redundant, 
self-recovering, highly scalable programming models that allow 
workloads to recover from many unavoidable hardware and software 
failures. Monitor resource use in real time to enable rebalancing of 
allocations when needed Cloud computing  environments support 
grid computing by quickly providing physical and virtual servers 
on which the grid  applications  can  run. Cloud computing should 
not be confused with  grid computing. Grid computing involves 
dividing a large task into many smaller tasks that run in parallel 

on separate servers. Grids require many computers, typically  in  
the thousands, and commonly use servers, desktops, and laptops. 
Clouds  also  support  non  grid environments,  such as a three-tier 
Web architecture running standard or Web 2.0 applications. A cloud 
is more than a collection of computer resources because a cloud 
provides a mechanism to manage those resources. Management 
includes provisioning, change requests, reimaging, workload 
rebalancing, deprovisioning and monitoring.

B. Infrastructure Models
There are many considerations for cloud computing architects 
to make when moving from a standard enterprise application 
deployment model to one based on  cloud computing. There are 
public and private clouds that offer complementary benefits, 
there are three basic service models to consider, and there is the 
value of open APIs versus proprietary ones.
IT organizations can choose to deploy applications on public, 
private, or hybrid clouds,  each of which has its trade-offs. The 
terms public, private, and hybrid do not dictate location. While 
public clouds are typically “out  there” on the Internet and private 
clouds are  typically located on  premises,  a  private  cloud  might  
be hosted at a co-location facility as well.
Companies may make a number of considerations with regard to 
which cloud computing model they choose to employ, and they 
might use more than one model to solve different problems. 
Likewise, a permanent application, or one that has specific 
requirements on quality of service or location of data, might  best 
be deployed in a  private or hybrid cloud.

C. Public Cloud
Public clouds are run by third parties and applications from 
different customers are likely to be mixed together on the clouds’ 
servers, storage  systems  and  networks. Public clouds are most 
often hosted away from customer  premises, and  they  provide
a way to reduce customer risk and cost by providing a flexible 
even temporary extension to enterprise infrastructure. If a public 
cloud is implemented with performance, security and data 
locality in mind, the existence of other applications running in 
the cloud should be transparent to both cloud architects and end 
users. Indeed, one of the benefits of public clouds is that they 
can be much larger than a company's private cloud might be, 
offering  the ability to scale up and  down  on demand, and shifting 
infrastructure risks from the enterprise to the cloud provider, if  
even just temporarily. Portions of a public cloud can be carved out 
for the exclusive use of a single client, creating  a virtual private 
datacente. Now customers can manipulate not just virtual machine 
images, but also servers, storage systems, network devices and 
network topology. Creating a virtual private datacenter with all 
components located in the same facility helps  to lessen the issue 
of data locality because  bandwidth is abundant and typically free   
when connecting resources within  the same facility. 

D. Private Cloud
Private clouds are built for the exclusive use of one client, providing  
the  atmost  control  over data, security, and quality  of  service [1]. 
The company owns the infrastructure and has control over how 
applications are deployed on  it.  Private  clouds  may  be deployed 
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in an enterprise datacenter, and they also may be deployed at a 
collocation facility.
Private clouds can be built and managed by a companys’ own IT 
organization or by a cloud provider. In this hosted private model, a 
company can  install, configure, and operate  the infrastructure to  
support a private cloud within a company's enterprise datacenter. 
This model gives companies a high level of control over the use
of cloud resources while bringing in the expertise needed to 
establish and operate the environment.

E. Hybrid Cloud
Hybrid clouds combine both public and private cloud They can 
help to provide on-demand, externally provisioned scale. The 
ability to  augment  a  private  cloud  with  the resources of a public 
cloud can be used to maintain service levels in the face of rapid 
workload fluctuations. A hybrid cloud also can be used to handle 
planned workload spikes. Sometimes called “surge  computing,” 
a public cloud can be used  to  perform  periodic  tasks  that can 
be deployed easily on a public cloud.
Hybrid clouds introduce the complexity of determining how to 
distribute applications across both a public and private  cloud.  
Among  the issues  that need to be considered is the relationship 
between data and processing resources. If  the  data  is  small,  or  
the application  is  stateless,  a  hybrid  cloud can  be  much  more 
successful than if large amounts of data must be transferred into  
a public cloud for a small amount of processing.

Fig. 1: Infrastructure Models

III. Cloud Computing Application Architecture
This  gives  the  basic  architecture  of  a cloud  computing application. 
We know that cloud computing is the shift of computing to a host 
of hardware infrastructure that is  distributed  in the cloud.

  Fig. 2: Cloud Architecture

The commodity hardware infrastructure consists of the various
low cost  data servers  that are connected to the system and provide 
their storage and processing and  other computing  resources to 
the application.Cloud computing involves running  applications 
on virtual servers that  are allocated on this distributed hardware 
infrastructure available in the cloud.There may be multiple 
instances of the same virtual server accessing the different 
parts of the hardware infrastructure available. The virtual server 
distributes the processing between the infrastructure and the 
computing is done and the result returned. There will be a workload 
distribution management system, also known as the grid engine, 
for managing the different requests coming to the virtual servers 
[5]. This engine will take care of the creation of multiple copies 
and also the preservation of  integrity of the data that is stored in 
the infrastructure. This will also adjust itself such that even on 
heavier load, the processing is completed as per the requirements.
The different workload management systems are hidden from 
the users. For the user, the processing is done and the result is 
obtained. There is no  question of where it was done and how it 
was done. The users are billed based on the usage of the system 
-as said before- the commodity is now cycles and bytes. The  
billing is usually on the basis of usage per CPU  per hour or GB 
data transfer per hour.

IV. Architectural Service Layers
Cloud computing can describe services being provided at any 
of the traditional layers from hardware to applications. Cloud 
service providers tend to  offer services that can be grouped into 
three categories: software as a service,platform  as a service, and 
infrastructure as a service. These layers don’t just encapsulate 
on-demand resources; they  also define a new application 
development model.And within each layer of abstraction there 
are myriad business opportunities for defining services that can 
be offered on a pay-per-use basis.

Fig. 3: Architectural Service Layers

A. Software as a Service (SaaS)
Software as a service features a complete application offered as a 
service on demand. A single  instance of  the software  runs on the 
cloud and services multiple end users or client organizations.The 
most widely known example of SaaS is salesforce.com, though  
many other examples have  come to  market, including  the Google  
Apps offering of basic business services including email and word 
processing [4].
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B.  Platform as a Service (PaaS)
Platform as a service encapsulates a layer of software and provides 
it as a service that can be used to build higher- level services. There 
are  at least  two perspectives on PaaS  depending on the perspective 
of the producer or  consumer of the services: Someone producing 
PaaS might produce a platform by integrating an OS, middleware,  
application software and even a development environment that is 
then provided to a customer as a service.

C. Infrastructure as a Service (IaaS)
IaaS is at the lowest layer and is a means of delivering basic  
storage and compute capabilities as standardized services over the 
network. Servers, storage systems, switches, routers, and other   
systems are pooled to handle specific types of workloads- from 
batch processing to server/storage augmentation during peak 
loads.

V. Server Architecture
Cloud computing makes use of a large physical resource pool in  the 
cloud. As said above, cloud computing services and applications 
make use of virtual server instances built upon this resource pool. 
There are two applications which help in managing the server 
instances: the resources and the management of the resources.

Fig. 4: Virtualized Stack

Fig. 5: Server Architecture

VM technology allows multiple virtual machines to run on a  
single  physical machine. One of these is the Xen hypervisor 
which provides an abstraction layer between the hardware and   
the virtual OS so that the distribution of the resources and the 

processing is well managed [6]. Another application that is widely 
used is the Enomalism  server management system which is used 
for management of the infrastructure platform.

VI. Map Reduce
Map Reduce is a software framework developed at Google in 2003 
to support parallel computations over large (multiple petabyte) 
data sets on clusters of commodity computers. This framework 
is largely taken “map and reduce” functions commonly used 
in functional programming. It is a programming model and an 
associated implementation for processing and generating large 
data sets. Many of the real world tasks are expressible in this 
model. Reduce implementations have been written in C++, Java 
and other languages.

Fig. 6: Map Reduce

Programs written in this functional style are automatically 
parallelized and executed on the  cloud. The run-time system takes 
care of the details of partitioning the input data, scheduling the 
program’s execution  across a set of machines, handling machine 
failures  and managing the required inter-machine communication. 
It allows  programmers without any experience with parallel and 
distributed systems to easily utilize the resources of a largely 
distributed system. The computation takes a set of input key/value  
pairs, and produces a set of output key/value pairs. The user of the 
Map Reduce library expresses the computation as two functions: 
Map and Reduce. Map, written by the  user, takes an input pair and 
produces a set of intermediate key/value pairs. The Map Reduce 
library groups together all Intermediate values associated with the 
same intermediate key I and passes them to the Reduce.
The Reduce function, also written by the user, accepts an 
intermediate key I and a set of values for that key. It merges 
together these values to form a possibly smaller set of values. 
Typically just zero or one output value is produced per Reduce   
invocation. The intermediate values are supplied to the user’s  
reduce function via an iterator. This allows us to handle lists of 
values that are too large to fit  in memory. Map Reduce  achieves 
reliability by parceling out a number of operations on the set of 
data to each node in the network;  each node is expected to report 
back periodically with completed work and status updates. If a 
node falls silent for longer than that interval, the master node  
records  the node as dead, and sends out the node’s assigned work 
to other nodes. Individual operations use atomic operations for 
naming file outputs as a double check to ensure that there are not 
parallel conflicting threads running; when files are renamed, it is 
possible to copy them to another name in addition to the name  
of the task.
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VII. Advantages
Cloud computing infrastructures can allow enterprises to 
achieve more efficient use of  their  IT hardware and software 
investments. Cloud computing is an example of an ultimately   
virtualized system and a natural evolution  for  data centers that 
employ automated systems management, workload balancing and   
virtualization technologies. A cloud  infrastructure can be a cost 
efficient model for  delivering information services, reducing IT 
management complexity,promoting innovation and increasing 
responsiveness through real time workload balancing. The Cloud 
makes it possible to launch Web 2.0 applications quickly and 
to scale up Applications  as much as needed when needed.  It  
enables  services  to  be  used without any understanding of their 
infrastructure. 
It potentially lowers the outlay expense for start up companies, 
as they would no longer need to buy their own software or 
servers.  Data and services are stored remotely but accessible 
from “anywhere”. Cost would be   by on-demand pricing.

VIII. Disadvantages
When you are offline, cloud computing does not work. Web- based 
applications require a lot of bandwidth to download. The cloud 
application lacks many of advanced features.

IX. Conclusion
Cloud computing is a powerful new abstraction for large scale 
data processing systems whichis scalable, reliable and available. 
In cloud computing, there are large self-managed server pools 
available which reduces the overhead and eliminates management 
problems. Cloud  computing services can also grow and shrink  
according to need. Cloud computing is particularly valuable to 
small and medium businesses, where effective and affordable  
IT tools are critical to helping them become more productive 
without spending lots of money on in-house resources and tech-
nical  equipment. Also it is a new emerging architecture needed 
to expand the Internet to become the computing platform of the 
future.
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