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Abstract
Data centers consume tremendous amounts of energy in terms 
of power distribution and cooling.Also, data centers in particular 
comprise of heterogeneous machines with different capacities and 
energy consumption characteristics. Meanwhile, production cloud 
workloads typically consist of diverse applications with different 
resource requirements, with different priorities. Despite extensive 
studies of the problem, existing systems fail to fully consider 
the machine and workload heterogeneity found in production 
environments. Heterogeneity oblivious systems lead to both sub-
optimal energy savings and long scheduling delays. To resolve this 
we present an intelligent heterogeneity aware resource provisioning 
scheme in clouds. It is a promising approach which utilizes learning 
algorithms for reducing scheduling delay and energy consumption 
by selecting optimal machines to match resource demands. We 
then compare our system with another system employing a random 
scheduler and find that our heterogeneity aware scheme performs 
better in terms of energy costs.
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I. Introduction
Data Centers have become cost effective platforms for hosting large 
scale service applications. Large data centers incur tremendous 
energy costs in terms of power distribution and cooling. For 
instance, it has been reported that for large companies like Google, 
a 3 percent reduction in energy cost can translate to over a million 
dollars in cost savings [16]. Also, one of the prime interests of 
governmental agencies is to promote energy efficient computing 
systems. As a result, reducing energy consumption must be and has 
become a primary concern for today’s data center operators.
Over the years, extensive research has been carried out in order to 
improve the energy efficiency of data centers. One of the effective 
approaches would be to assign a task to an optimal machine by 
performing intelligent scheduling. An important parameter in 
the context of workload scheduling is scheduling delay, which 
is the time a request waits in the scheduling queue before it is 
scheduled on a machine. Scheduling delay is important in data 
center environments as (1) a user may need to immediately scale 
up an application to accommodate a surge in demand and hence 
requires the resource request to be satisfied as soon as possible 
[1]. (2) “Even for lower-priority requests (e.g., background 
applications), long scheduling delay can lead to starvation, which 
can significantly hurt the performance of these applications [1].
There is always a tradeoff between energy savings and scheduling 
delay. 
In heterogeneous cloud environments, there are two major types 
of heterogeneities which have been explained as follows.
Machine Heterogeneity: Production data centers consist of 
several machines of different capabilities [17]. They have diverse 
processor architectures and speeds, hardware features, memory 
and disk capacities and therefore have different run-time energy 
consumption rates. 

Workload heterogeneity: Production data centers receive a large 
number of heterogeneous resource requests with various resource 
demands, durations, priorities and performance objectives [2]. 
The heterogeneity of both workload and machine affects the 
design of the intelligent scheme. When there is a sudden rise in 
workload requests, heterogeneity-oblivious schemes can assign 
tasks to wrong machines (machine with insufficient capacity) on 
the cloud. This may result in the wastage of resources as well 
as long scheduling delay. Heterogeneity-aware schemes provide 
a promising approach to tackle these drawbacks; however, 
heterogeneity-aware scheme requires that the tradeoff between 
energy saving and scheduling delay be balanced at runtime. Adding 
a learning element to this scheme allows for constant adaptation 
to changing types of requests and workloads as well as achieves 
optimal provisioning to reduce energy wastage.
A Heterogeneity-Aware Resource Monitoring and management 
system is capable of performing intelligent scheduling in 
heterogeneous data environments. In this paper, we divide the 
heterogeneous workload into distinct task clusters based on 
similar characteristics (CPU cores and memory) using the standard 
K-Means clustering algorithm. We use a scheduler to map the task 
clusters with the optimal machine containers which we refer to 
as the high level mapping. We then perform low level mapping 
to decide which task from the task cluster should be assigned to 
a machine on the mapped machine container. We also capture the 
actual values of CPU and memory utilization along with the actual 
running time and scheduling time as well asthe energy utilized by 
each task, which are then used to train the K-Means algorithm. 
Training the K-Means algorithm gives us more refined task clusters 
with each iteration. We then compared the intelligent scheduler 
in our system with a heterogeneity oblivious control model and 
found that our system achieved lower energy consumption and 
maintained minimal scheduling delay. 
The rest of the paper is organized as follows. Section II surveys 
related work in the literature. Section III gives a detailed view of 
the system architecture. Section IV gives the overall methodology 
of the heterogeneous system. It describes the different modules in 
detail. We discuss the experimentation and comparison results in 
Section V. Finally, we draw conclusion and give the future scope 
of our system in Section VI.

II. Literature Review
In recent years, though there have been myriad number of Energy-
aware Capacity Provisioning schemes proposed in literature, a 
few prime foci that have often been overlooked or considered 
problematic to address are the heterogeneity of workloads and 
machines as well as the learning ability of cloud controllers. 
As we have already discussed, production data centers often 
comprise of machines with varied configurationsandreceive 
workloads consisting of diverse requests. Our current work is 
partially derived and adapted from that of Zhang et al [1], the 
key difference being that they emphasize on convex optimization 
to solve the DCP problem while we accentuate on the learning 
ability of schedulers to bring about Energy-aware Resource 
Provisioning. The tradeoff between scheduling delay and energy 
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savings is considered by accounting for attributes like scheduling 
time, running time, energy-utilized and actual CPU and Memory 
utilization of every task. A medium-grained task characterization 
is performed with reference to works of Mishra et al. [2] – who 
have proposed an approach to task classification using k means 
clustering by analyzing the workload of a Google compute cluster 
– and Chen et al. [3] – who have provided job level characterization 
of the same using k means clustering.  For k-means clustering of 
incoming tasks to the heterogeneous cloud, we utilized the Weka 
API library in java [4-5]. This enables easy training and testing 
of many clusterers and classifiers. 
Certain energy-aware capacity provisioning frameworks like the 
pMapper [6] – which is a migration-aware workload placement 
framework for optimizing application performance and power 
consumption in data centers –, Mistral [7] – which is a framework 
that dynamically adjusts VM placement to find a tradeoff between 
power consumption, application performance, and reconfiguration 
costs – and that by Ren et al. [8] – who studied the problem of 
scheduling heterogeneous batch workload across geographically 
distributed data centers – have a common drawback of not 
inducing learning into their algorithms. Moreover, pMapper does 
not consider scheduling delay objectives, while the work by Ren 
et al. does not actually perform workload characterization as they 
assume these objectives have already been done and also do not 
perform task-machine provisioning checks as they assume that 
all tasks are schedulable on all machines.
To create VM instances of a heterogeneous cloud, we have used 
Devstack and referred to its documentation [9-10]and [11]. 
The VM instances have various configuration flavors and use 
the Ubuntu cloud server 14.04 image [12]. Also, to control the 
Devstack environment through java code, OpenStack4j has been 
used[13]. All communications between Virtual Machine (VM) 
servers and cloud controller have been done through RMI calls in 
java and process-level information has been maintained on every 
server internally using the ‘top’ command in Linux, Ubuntu. Also, 
the energy statistics of every machine have been derived from 
energy Star [14] and Intel [15].

III. System Overview

Fig. 1: System Architecture

This project considers both task and machine heterogeneity. 
This requires an accurate characterization of both workload 
and machines effectively. It captures the dynamic workload 
composition at runtime and uses the captured information to decide 
the optimal machines so as to achieve a balance between energy 

savings and scheduling delay. A medium-grained characterization 
of the workload is necessary. Note that machines are naturally 
characterized (i.e., in our implementation,there are 3 types of 
machines in the cloud). Thus, the solution will mainly focus on 
task characterization. 
To make provisioning decisions, we define a cluster as a set of 
similar tasks having comparable resource demands. The task cluster 
serves as a medium-grained unit for helping the controller to make 
machine allocation decisions. Note that we have avoided using 
fine-grained unitsfor making allocation decisions i.e., analysis 
per task has been eluded as it is computationally infeasible and 
extremely time consuming. 
Finally, a heterogeneity-aware scheme is designed to decide 
the optimal number of machines and hence reduce the energy 
consumption and longer scheduling delays. The architecture 
consists of the following components. Automation module 
randomly generates the task attributes within the specified range. 
In real life scenario the task attributes can be provided by the 
user. The Task Analysis Module is responsible for monitoring 
the arrival of every task in order to identify the cluster to which 
it belongs using the K-means clustering algorithm. Scheduler is 
responsible for high level mapping that is, it maps task clusters 
to the corresponding machine container. Dispatcher does the low 
level mapping that is, it maps a particular task to appropriate 
machine within that particular machine container. Monitoring 
Module maintains a log of the incoming tasks with their status 
(unscheduled (u), scheduled (s), executing/running (r), and 
completed (c)) and attributes. Analyzer capturesthe actual CPUand 
Memory utilization of each task along with the scheduling time, 
executing time and energy consumed of the same and appends 
it to the train file which is used by the Task Analysis module for 
training the dataset for better clustering results.

IV. Methodology

A. Task Analysis Module
The Task Analysis Module is responsible for capturing the 
incoming tasks and clusteringso as to deduce which type they 
belong to. The grouping is done by dividing the tasks into clusters 
with similar resource demand and performance characteristics. We 
consider task priority, task size (CPU cores and memory) and task 
running time as the features for clustering. It is easily possible to 
extend this feature set by adding extra attributes like disk space, 
network utilization, etc. The size of a task i can be modeled as 
a vector si = (si1,…,siF), where F denotes the set of features used 
for clustering. Let Nk denote the tasks that belong to cluster k. 
Then, the centroid of each cluster can be defined as a vector µk = 
(µk1,…,µkF), where  [1]. Using the K-means 
clustering algorithm, we try to minimize the score value:

 
where ||a-b|| denotes the Euclidian distance between two points a 
and b in the feature space [1].
There are no restrictions on the various types of clustering 
algorithmsusable – like COBWEB, DBSCAN, EM clustering, etc. 
–however we found K-means to be sufficient. This was done using 
the Weka explorer to test available clusterers using a few self-
generated sample datasets.The results showed k means clustering 
to be better than other clusterers in the context of task clustering 
and scheduling on the basis of performance and accuracy.
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In K-means clustering, determining the value of K, which is the 
number of clusters to be produced by the algorithm, is a key issue. 
If a small value of K is considered, it would lead to low quality 
workload characterization, which in turn, reduces the advantage 
of a heterogeneity-awarescheme. A large value of K will lead to 
high monitoring and management overhead. In such case, our 
approach is to pick such a value of K such that adding another 
cluster would not achieve much gain in terms of minimizing the 
score value. 
Once the workload has been characterized, we also need to 
consider the runtime task classification. When a task arrives, we 
need to find which task class (i.e. one of the K clusters) the task 
belongs to. For this purpose, we compute the Euclidean distance 
between the task and each of the centroids of the task clusters, 
and assign the task to that cluster which has the shortest Euclidean 
distance.    
Initially, at the first iteration, the tasks are classified based on 
the static characteristics (i.e., CPU, memory size and priority 
specified in the job request) using K-means algorithm. In the 
later iterations, the Analyzer module sends the training file to 
the Task Analysis module. This training file contains the actual 
CPU, memory utilized, running time, scheduling time and energy 
consumed for every scheduled and completed task. The training 
file is used by K-means clustering algorithm which re-labels the 
tasks and assigns them to the right task cluster. 

B. Scheduler
Once the tasks have been clustered into different task clusters by 
the Task Analysis Module, it is passed to the Scheduler. It performs 
the high level mapping. It is responsible for mapping the task 
clusters to the appropriate machine containers. High level mapping 
focuses on heterogeneity awareness of workload and machines to 
choose the optimal machine container for a particular task cluster. 
The necessary condition to be satisfied before assigning a task 
cluster on a machine container is that all the tasks in clusters should 
be successfully hosted on the machines of assigned container.  
In order to achieve this, the maximum resource requirement 
(i.e., CPU cores, memory) for each task cluster is computed. 
The maximum resource requirement or the Threshold value of 
each cluster is then compared with the maximum configuration 
available in each machine container. In order to choose the optimal 
machine container, we compute Euclidean distance between the 
Threshold value and the configuration of all the suitable machine 
containers. We choose that machine container which has the 
shortest Euclidean distance. The performance of the Scheduler 
depends upon how accurately the task clusters are formed by the 
Task Analysis Module.

Fig. 2: High Level Mapping (Task Clusters Mapped to Machine 
Containers)

C. Dispatcher
The Scheduler sends the high level mapping information to the 
Dispatcher. The Dispatcher receives the information of the task 
clusters assigned to the appropriate machine container. Using 
this data, it performs the low level mapping. Now, it aims to 
find out which task from the task cluster should be assigned 
to which machine from the allocated machine container. Any 
conventional scheduling policy can be adopted to perform the low 
level mapping. In our experiments, we have sorted the machines 
within each container in increasing order of efficiency and further 
sorted it in decreasing order of current resource utilization. Then, 
a best fit allocation policy is followed to obtain the low level 
mapping. Internally, each machine maintains three priority queues 
to perform smooth scheduling of tasks. Priority queue assures 
that more prior task will not be delayed longer than its tolerance 
value. The three queues together comprise of the execution queue, 
waiting queue and the completed queue. The execution queue 
stores the list of tasks currently executing on the machine. The 
waiting queue stores the list of tasks in line waiting to be executed. 
As soon as the tasks in the executing queue get completed, the task 
is immediately removed from the execution queue and stored in the 
completed queue. Initially, the Dispatcher requestsevery machine 
on the cloudforits current utilization (in terms of the percentage 
CPU and percentage memory currently being used).  A utilization 
threshold of 80% is maintained for every resource on the server 
VMs. If the utilization of the requested resources is less than the 
threshold, then the task is invoked on the machine.

Fig. 3: Low Level Mapping (Tasks within a task cluster mapped 
to a machine within a machine container)

D. Monitoring Module
The Monitoring module is responsible for collecting the actual 
task and machine characteristics from the machines on cloud. It is 
present on every machine on the cloud and routinely updates task 
level and machine level information on each cloud VM every 10 
seconds. Task level information includes peak CPU and Memory 
consumed as well as scheduling time, execution time and energy 
consumption of a particular task maintained for all tasks within 
all machines in the cloud. Machine level information includes 
percentage CPU and Memory utilization and the amount of energy 
consumed by the entire machine since it started. Energy consumed 
is assumed proportional to the resources (CPU and Memory) 
utilized by a particular machine or task for a period of time [1]. 
Queries for machine-level information are sent by the dispatcher 
every 5 seconds. Queries for task-level information are sent by 
the analyzer every 60 seconds. In our implementation, we have 
utilized the ‘top’ command in Linux distributions to receive the 
peak session values of each task as well as machine characteristic. 
This information is necessary to train the Task Analysis module, 
thus improving the accuracy of cluster formation. 
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E. Analyzer
The Analyzer sends a request to the Monitoring module every 60 
seconds to get information about the actual task characteristics like 
peak CPU cores and peak memory utilization of that task along 
with the energy utilization and execution time of the completed 
tasks. This information is then appended to the training file. This 
training file thus contains the actual machine requirements for 
running the type of tasks rather than user specified values which 
were initially provided into the input file. This training file is 
then passed over to the Task Analysis module. The Task Analysis 
module utilizes this training file for building its clusterer before 
performing evaluationson the input file. The Analyzer acts as a 
storage mechanism and retrieves information from the Monitoring 
module present on each machine on the server.     

V. Experimentation and Results 

A. Data Set Description
In order to highlight the utility of our system, we compare it 
with a heterogeneity oblivious control model called the random 
Scheduler. Same inputs are given to both, our intelligent model 
as well as the control model. The input file typically contains 
task tuples having comma separated values of the CPU cores, 
memory required and priority of the task. These input tuples are 
automatically generated by the Automation module at a rate of 
approximately 5 tasks per minute. In order to assure that same 
tasks are given to both the systems, we maintain a backup input 
file which is used on the random Scheduler. 

B. Random Scheduler
The Random Scheduler only performs the low level mapping 
and assigns a task to the first suitable machine following the First 
fit strategy. Moreover, it maintains an 80% resource utilization 
threshold on all server VMs. As a result of this, Random Scheduler 
does not assure the choice of optimal machine. 

Fig. 5: Energy Consumption by Intelligent Scheduler

Fig. 4: Random Scheduler

C. Experimentation Results
The proposed system and the Random Scheduler are executed 
on the same input files for approximately 5 hours each, at the 
end of which we compare the energy consumption and its cost 
for both of them. The performance of our system continuously 
improves as the size of training file increases. As a result of acute 
clustering, only a specific number of machines are loaded avoiding 
the power wastageon other machines. Random Scheduler on the 
other hand, scatters the load around all the machines in first fit 
manner leading to unnecessary power wastage. Our experiment 
consisted of three types of server machines whose configurations 
are given in Table 1. Our training file during experimentation 
consisted of approximately 70 records. We measured the total 
energy consumption of both the models and computed the 
electricity bill assuming the electricity price at the rate of 16 
cents/kWh. We then predicted [18] the price for 10000 machines 
for a period of 30 days for both systems based on our results. A 
benefit of approximately 8.5% was noticed amounting close to a 
hundred thousand dollars in monetary value. Detailed results are 
provided in tables 2(a) and 2(b).

Table 1: Server Instance Information (Launched on Devstack)

Instance Type CPU 
Cores

RAM 
(MB)

Idle Time 
Power (W)

Peak Time 
Power (W)

ubuntu.small 2 512 7.5 18

ubuntu.medium 3 786 11.25 27

ubuntu.large 4 1024 15 36

Table 2(a): Intelligent System Results (Heterogeneity Aware 
Model)

Intelligent system Energy (J) Cost ($)

Parameters as per our 
experiment 1421796 4.74

Predicted Parameters for a 30 
day period 2.44 x 108 816.36

Predicted Parameters for 
10,000 machines for a 30 day 
period

3.385 x 1011 1128230.85
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Fig. 6: Energy Consumption by Random Scheduler

Table 2(b): Random System Results (Heterogeneity Oblivious 
Model)
Random Scheduler Energy (J) Cost ($)
Parameters as per our 
experiment 1454496 4.86

Predicted Parameters for a 30 
day period 2.565 x 108 854.96

Predicted Parameters for 
10,000 machines for a 30 day 
period

3.665 x 1011 1221380.37

VI. Conclusion and Future Scope
Machine and workload heterogeneity awareness for resource 
provisioning proved to be a promising approach for reducing the 
power consumption and scheduling delay. The idea of training the 
Task Analysis module improved the efficiency of the system even 
further. The size of training file prominently affects the results 
and thus the performance will keep on improving with the size 
of training file. With the current training file of about 70 records, 
we encountered 8.5% efficiency in terms of power consumption 
giving around ahundred thousanddollar difference per month for a 
10000 machine heterogeneous cloud. The efficiency is expected to 
increase up to 20% with increasein the size of training file. In the 
current scenario, the systems on which tasks aren’t assigned are 
kept idle and consume the idle time power consumption.The cost 
of power consumption can be further reduced if the idle machines 
are turned off. Since the size of training file goes on increasing, 
the memory requirement of the training file can be reduced by 
normalizing the attribute values. The proposed system proved 
to be tremendously useful even when experimented on a small 
scale. The cost difference can even reach millions of dollars per 
month if scaled properly.  
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